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Resumo
A área de previsão macroeconômica é um campo de estudo desafiador e ao mesmo
tempo extremamente relevante, tanto para a academia quanto para diversos setores
do mercado e do governo. Neste trabalho, realizamos uma comparação empírica do
desempenho preditivo de modelos tradicionais de séries temporais e métodos de aprendizado
estatístico (aprendizado de máquinas) para prever quatro indicadores econômicos mensais
dos Estados Unidos usando um grande conjunto de preditores: produção industrial, número
de empregados em setores não-agrícolas , inflação e o spread entre a taxa de vencimento
constante do tesouro de 10 anos e a taxa de fundos federais (Fed funds). Constatamos
que os modelos tradicionais de séries temporais são competitivos em vários cenários, em
particular para as séries de produção industrial e número de empregados. Para a medida
de spread de taxa de juros e especialmente para a inflação, os métodos de aprendizagem
estatística superaram os modelos de séries temporais de forma consistente. Nesses casos,
o Random Forest e o LASSO com defasagens não penalizadas da variável alvo merecem
maior atenção para a previsão de inflação e spread de juros, respectivamente. Investigamos
também o efeito da escolha do método de ajuste de hiperparâmetros para os modelos de
regressão penalizados e obtivemos evidências a favor do uso de critérios de informação.
Nossos resultados também sugerem que a combinação de previsões de séries temporais e
modelos de aprendizado de máquinas tem um desempenho muito bom para a maioria das
variáveis e horizontes de previsão analisados.
Palavras-chave: previsão, macroeconomia, séries temporais, aprendizado estatístico,
aprendizado de máquinas

Abstract
Macroeconomic forecasting is a challenging but also relevant topic for both academics
and practitioners. In this work we perform an empirical comparison of the forecasting
performance of traditional time series models and statistical learning methods for forecasting four major monthly economic indicators of the United States using a large set
of predictors: Industrial Production, Number of Employees, Inflation, and the spread
between the 10-year Treasury Constant Maturity and the Federal Funds Rate. We find
that traditional time series models remain competitive in several scenarios, in particular
for the Industrial Production and Number of Employees series. For the interest rate spread
and especially for Inflation, the statistical learning methods outperformed the time series
models consistently. In these cases, the Random Forest and the LASSO with unpenalized
lags of the target variable deserve the most attention for inflation and interest rate spread
forecasting respectively. We investigated the effect of the choice of hyperparameter tuning
method for the penalized regression models and obtained evidence in favor of the use
of information criteria. We also find that the combination of forecasts from time series
econometrics models and statistical learning methods perform very well for most variables
and forecasting horizons analyzed.
Keywords: forecasting, macroeconomics, time series, statistical learning, machine learning
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1 Introduction
Forecasting is an essential and challenging task. Businesses, government agencies,
consulting firms, financial institutions, among others engage regularly in time series
forecasting, ranging from sales and demand to macroeconomic aggregates like GDP. There
are good and bad ways to do forecasting, and perhaps equally important there are good
and bad ways to evaluate those forecasts. Diebold (2017) argues that modern forecasting
should be rigorous, replicable, and based on statistical and/or econometric methods.
Macroeconomic forecasting, in particular, deals with the difficult task of forecasting
major aggregate economic indicators, such as GDP, unemployment, inflation, industrial
production, among others.
Time series forecasting has an evident but important unique feature compared to
prediction in a cross-section environment. The past values of most time series contain
relevant information regarding the future, and one may generate forecasts using only the
history of a variable, disregarding completely other predictors. On the other hand, other
variables might potentially contain useful information and help us make better forecasts
of a specific target variable. With advances in information technology and computation,
there are available hundreds of economic and financial time series for most major countries.
Therefore, the fundamental questions of interest in forecasting, from both an academic and
practical point of view, are: which, if any, among a large number of candidate additional
variables should be used to help forecast a certain target variable? How should we use
this potentially very large number of variables in a model? Are we better off disregarding
other variables completely and focusing on univariate forecasts? Can we do better than
the traditional time series econometric methods regularly used to forecast economic and
financial variables? In particular, do machine learning techniques outperform traditional
time series econometrics models in macroeconomic forecasting? Each one of these questions
is far from trivial and ultimately may depend on the empirical setting of the particular
application analyzed. Central to these questions and for forecasting in general is the idea
of “Big Data”. As mentioned previously, we do not need to use a lot of variables to perform
time series forecasting. However, as the easiness in which one is able to obtain dozens or
even hundreds of additional related series increases, the question of whether any of these
many variables may improve the forecasting model surely arises. Perhaps surprisingly, the
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idea behind the term “Big Data” is actually nothing new to macroeconomists. In fact,
Macroeconomics has a long history of using a large number of variables to obtain relevant
information about the aggregate economy. For instance, the influential work of Burns and
Mitchell (1946) on business cycles used hundreds of monthly and quarterly economic time
series to analyze the state of the United States business cycle. In the late ’80s, time series
econometricians James Stock and Mark Watson also worked on collecting data on hundreds
of monthly and quarterly series, producing a large number of plots and summary statistics
about macroeconomic variables. Stock and Watson (2002b) and Stock and Watson (2002a)
were some of the earliest works that used a large number of predictors to build a rigorous
statistical model for forecasting. They used more than 200 variables and considered an
approximate factor model to extract a small number of indexes, obtained using principal
component analysis (PCA). The authors used this method to obtain forecasts for 8 United
States macroeconomic series and found that this model, in general, outperformed other
forecasting methods such as univariate autoregressions and small VARs that relied only
on a small number of predictors.
In the past 20 years, there has been significant progress in the development and
application of macroeconomic forecasting models in the time series literature, and in
particular many applications in the context of forecasting with a large number of potential
predictors. In the past few years specifically, statistical and machine learning methods
have obtained significant success in prediction tasks involving a large number of variables.
Traditionally, however, most of these techniques were developed in a cross-section framework, and some adaptations must be made in order to apply these methods to time series
data. Nevertheless, given their flexibility and successful track record at prediction tasks in
data-rich environments, the natural question that arises is whether this set of techniques
can outperform traditional time series forecasting methods, in particular in the context of
macroeconomic forecasting.
The main goal of this work is to empirically compare the forecasting performance
of traditional time series econometrics models and statistical learning methods for macroeconomic forecasting. For that, we considered four major monthly economic indicators
from different sectors of the US economy: Industrial Production, Number of Employees
on Non-Agriculture Payroll, Consumer Price Index, and the 10-year Treasury Constant
Maturity Minus Federal Funds Rate. We performed forecasts for five different horizons
for each series and considered an extensive out-of-sample period of 30 years of monthly
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observations for forecast evaluation. In terms of data, we used an updated version of the
FRED-MD dataset from McCracken and Ng (2016). It consists of a large database of more
than a hundred economic and financial variables for the US, and it is the standard dataset
in the literature of macroeconomic forecasting with many predictors. We also analyzed
some aspects of time series forecasting with machine learning methods not commonly
addressed in most works, such as how different ways of performing hyperparameter tuning
can affect the predictive performance of some of these models.
The results obtained can be summarized as follows. First, we find no evidence
that the machine learning methods considered in this work consistently outperform the
traditional time series econometrics models across different variables and forecasting
horizons. In a significant number of forecasting scenarios, the time series models proved
to be competitive and generally hard to beat. In fact, in some cases even the simple
autoregressive model with lag length choice via information criteria outperformed the
statistical learning models for some forecasting horizons. Nonetheless, the statistical
learning methods proved to be very useful for forecasting some of the variables in the
horizons considered, and should be adopted as a valuable tool in the forecasters’ toolkit.
Second, as expected in general no model dominates the rest in any of the forecasting
exercises considered. What works well for some variables might not work as well for others,
and in fact, even for the same variable the best model can change significantly with the
forecasting horizon analyzed. Third, the simple median combination of forecasts from time
series and statistical learning models had a consistent good predictive performance in most
variables and horizons considered. Fourth, the method used for hyperparameter tuning
in the penalized regression models matters in terms of final predictive performance. The
use of the standard K-fold cross-validation, although not theoretically justified for time
series, generated average forecast errors somewhat similar to the ones produced by using
information criteria in some cases. However, in several forecasting exercises, we achieved a
better forecasting performance using information criteria, which is theoretically appropriate
for hyperparameter tuning in a time series context. Fifth, for the Industrial Production
and Number of Employees series, the time series models proved to be competitive when
compared to the statistical learning methods. Although in the Industrial Production case
some statistical learning models had a better performance in short horizons, the difference
between them was relatively small. In the Employment case, time series models were
the best at all horizons, with the simple autoregressive model outperforming all others
in some forecasting horizons. For forecasting Inflation, the statistical learning methods
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were generally superior to the time series models, with the Random Forest and Forecast
Combination having consistently good predictive performance. In the interest rate case,
the statistical learning models also performed well, although in some cases the difference
in predictive performance was relatively small.
This work is divided into the following sections. In section 2 we perform a brief
literature review of macroeconomic forecasting and the use of statistical learning methods
in this field. Section 3 presents the details of the models used in this work, first defining
our general framework for forecasting then presenting the models from both the time
series econometrics and statistical learning literature. Section 4 explains the details of our
forecasting exercise, introducing the data used in the empirical applications and defining
the metrics used for evaluating and comparing the forecasts. Section 5 presents the results
obtained in the forecasting exercises. In Section 6 we present the concluding remarks and
ideas for future research.
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2 Literature Review
Macroeconomics is a vast field and a significant part of the economics literature. It
is then only natural that the macroeconomic forecasting literature is also substantially vast.
The study of forecasting each of the major economic aggregates can be a whole literature
in itself. There is now a substantial amount of work dedicated to specifically forecasting
output, inflation, unemployment, among other macroeconomic and financial time series.
Not only that, in the past few years the increasing availability of large datasets made
the use of statistical learning techniques applied to forecasting macroeconomic variables
increase tremendously. As such, our literature review will not be exhaustive in the sense of
covering all the developments in each subfield of macroeconomic forecasting. Covering the
details of forecasting all the major macroeconomic series would take a very large number
of sections. Instead, in line with the overall goal of this work, we will review aspects that
apply to the overall field of macroeconomic forecasting, focusing on the developments
of forecasting in data-rich environments. The first important observation is related to
which type of models are going to be discussed in this work. As Carriero et al. (2019)
mentions, the overall literature on macroeconomic forecasting can be broadly divided into
two categories. The first type employs methods that aim to model formally some aspects
of the economy and then generate forecasts as direct consequences of these models. The
second category focuses on reduced-form statistical models, where generally there are no
attempts to develop a full structural model of the economy beforehand. The two approaches
have both their merits and shortcomings. The first methodology may be preferable because
a model that explains well the economy may also provide economic narratives that explain
and support the forecasts. However, the overall complexity of the economy and the models
that try to explain it may impact the forecasting performance of these models, especially
in an out-of-sample context. The reduced-form models often have superior forecasting
performance, but their “theory-free” specification makes it harder to provide economic
motivation to support the forecasts. As a concrete example, Faust and Wright (2013) and
Chauvet and Potter (2013) performed reviews comparing the forecasting performance of
structural and reduced-form models, for inflation and output respectively. Both groups of
authors found, for both output and inflation, that structural models do not perform better
than simpler reduced-form models. In fact, forecasts from standard univariate time series
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were found to be significantly hard to beat. In this work, we will be focused on analyzing,
using, and evaluating reduced-form models, particularly ones that are able to deal with a
large number of potential predictors.
One of the first and most influential works to consider a large number of predictors
for macroeconomic forecasting is the work of Stock and Watson (2002b) and Stock and
Watson (2002a). As the main motivation for their work, they argue that the traditional
time series models that were used at the time were able to incorporate only a small
number of variables. One leading example is the standard Vector Autoregression of Sims
(1980), which can handle only a relatively small number of series (typically less than 10
variables). Moreover, they argue that in macroeconomic forecasting the number of potential
predictors (N ) is often larger than the length of the series (T ), which is a situation that
can pose problems for usual methods like OLS. Their central idea revolves around the
assumption that a relatively small set of variables is responsible for a large part of the
variation in most macroeconomic time series, which is motivated also by the study of
business cycles by Burns and Mitchell (1946). Then, for forecasting purposes, one could
replace a large number of predictors with a small set of common latent factors. In practice,
their approximate dynamic factor model (also called Diffusion Index or factor-augmented
regression) is implemented in two steps: first the data from the predictors are used to
estimate the factors, and then the estimated factors are used in a linear predictive regression
to forecast the target variable. The estimation of the factors is done using the method
of Principal Component Analysis (PCA). One shortcoming is that in this framework the
factors themselves have no interpretation, they are only used as an intermediate step
to generate the forecasts. Nonetheless, their model was able to pool information from
more than 200 series and was found to outperform traditional methods like univariate
autoregressions and small VARs for a variety of US macroeconomic series.
Since then, the use of dynamic factor models for macroeconomic forecasting increased substantially. Eickmeier and Ziegler (2008) performed a meta-analysis and survey
of the applications of the factor model to macroeconomic forecasting. They analyzed
forecasts for output and inflation for both the United States and the United Kingdom.
They found that, generally, the factor model had a better forecasting performance than
forecasts generated by univariate and smaller models. Elliott and Timmermann (2016)
state that, over time, the use of dynamic factor models for forecasting has generated a
large literature and is the prominent approach used to capture the information in a large
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set of predictors in a parsimonious and relatively simple way.
Many adaptations and extensions of the standard dynamic factor model were
proposed in the literature. One of the most important potential improvements of the
standard model is the use of targeted predictors, introduced by Bai and Ng (2008). Their
idea was motivated by the fact that the estimation of the factors in the standard model
does not take into account the target variable to be forecasted. Specifically, they proposed
to use the method of principal components not on the full set of predictors, but instead
on a small subset of variables proven to have predictive power for the target variable. This
way this smaller subset of predictors would naturally change with each target variable,
hence the name of targeted predictors. In general, they found that using this subset of
fewer but more informative predictors generated smaller forecast errors on average for
inflation when compared to the traditional diffusion index method.
The use of statistical and machine learning in macroeconomic forecasting is by no
means only a recent trend. For instance, as Coulombe et al. (2022) mentions, some works
in the late ’90s and early 2000s were already trying to apply nonlinear machine learning
methods like Neural Networks to macroeconomic and financial forecasting, albeit with
a relatively small number of variables. More recently, the availability of larger datasets
and widespread popularity of machine learning methods have increased substantially the
number of works that applied these methods successfully in a data-rich environment.
Medeiros and Mendes (2016) performed a forecasting exercise using a large dataset
for US inflation based on the use of models from the penalized regression family, focusing
on the application of the Adaptive LASSO of Zou (2006). They found that the Adaptive
LASSO method generated statistically significant superior forecasts than the autoregressive
and factor models. Elliott et al. (2015) applied the Complete Subset Regression method of
Elliott et al. (2013) in a context of macroeconomic forecasting with many predictors. Their
results indicated that, for the US unemployment rate, GDP growth rate, and inflation,
the Complete subset Regression performed better than factor models and univariate
regressions. Smeekes and Wijler (2018) investigated the general performance of penalized
regression methods in a simulation study and in an empirical application. They found that
the LASSO-based methods were robust to mis-specification, delivering a good forecast
performance even in the case of the true data generating process having a factor structure.
In their empirical exercise, they analyzed the performance of these methods in forecasting
8 macroeconomic variables from the US ranging from industrial production to inflation,
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using a large dataset of more than a 100 series. In general, they obtained good forecasting
performance from both factor models and penalized regressions, and in some cases, like
for the CPI inflation, the methods based on the LASSO had better forecasting results.
Garcia et al. (2017) performed a real-time forecasting exercise for inflation in Brazil. In
their application, the Adaptive LASSO and the Complete Subset Regression of Elliott
et al. (2013) were among the best performing methods for many forecast horizons, with
the latter dominating all the models on most of the horizons considered. Kotchoni et al.
(2019) proposed the use of the CSR method preceded by a pre-selection of predictors
similar to Bai and Ng (2008) and the combination of the CSR with Ridge Regression.
Comparing this method with a number of benchmark univariate and factor models, they
found that these methods were systematically superior for forecasting real activity variables
for the US and also the best performing model for forecasting changes in inflation at
longer horizons. For shorter horizons in the case of inflation, the simple ARMA(1,1)
was the best performing model. Panagiotelis et al. (2019) performed a macroeconomic
forecasting exercise with a large set of predictors for Australia. Their dataset consisted of
151 series from many sectors of the economy and their models included simple univariate
benchmarks, the Dynamic Factor Model, the Ridge Regression, Least Angle Regression,
and Bayesian Vector Autoregressions. They found that, for forecasting Australia’s relevant
macroeconomic indicators, simple methods like univariate autoregressions or even the
sample mean benchmark performed as well, and sometimes even better, than the more
sophisticated methods that take into account the large set of potential predictors available.
For the GDP growth rate, the naive sample mean benchmark was the best performing
method, while for the CPI inflation and inter-bank rate the simple autoregressive model
was the best one. Coulombe et al. (2022) performed a forecasting exercise in order to try to
identify which features of machine learning methods were most relevant for macroeconomic
forecasting. They conclude that the ability to incorporate nonlinearities, with methods
such as the Random Forest of Breiman (2001), was the most relevant feature of machine
learning for improving the forecast performance for the US during the period analyzed.
Kock et al. (2020) used the family of penalized regression models to forecast inflation in
the US based on the personal consumption expenditure price index. Their results indicate
that the Ridge Regression was the best performing method in most forecasting horizons,
but also make clear that the benchmark autoregressive methods are not easy to outperform
and in fact are competitive with the more complex shrinkage methods in some horizons.
Masini et al. (2021) performed a survey of recent advances in the application of supervised
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learning models in the case of high-dimensional time series forecasting. Medeiros et al.
(2021) performed an empirical application for forecasting US inflation, and considered
both linear and nonlinear machine learning methods. Their results suggested that the
Random Forest method had a systematically superior predictive performance for most
forecasting horizons when compared to all other methods.
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3 Models
3.1 General Framework
Our target variable is yt . We want to forecast the value of this variable h periods in
the future, yt+h , based on information available at time t. We represent this forecast using
the notation yt+h|t = fh (xt ), where xt is a potentially large vector of N series and h is
the forecast horizon. The forecast error is defined as εt+h = yt+h − yt+h|t , and our general
goal in forecasting is risk (expected loss) minimization. That is, given a loss function L,
we want to choose fh in order to minimize E[L(εt+h )]. For instance, if L(u) = u2 , it is well
known that the optimal choice of f is fh (xt ) = E[yt+h |xt ]. With this, the most general
form of the models we consider can be written as
yt+h = fh (xt ) + εt+h ,

t = 1, · · · , T

(3.1)

A crucial assumption that we are going to maintain during the whole analysis is that
{(yt , x′t )′ }∞
t=1 is a covariance-stationary stochastic process. Naturally, we will need to
take suitable transformations of the data in order to achieve stationarity, since most
macroeconomic series (in levels) are not stationary.
It is important to note that in this framework we have a different model for each
forecasting horizon (fh ). In the forecasting literature this formulation is sometimes called
direct forecasting (in some cases the term predictive regression is also used or direct multistep estimation (DMS) as in Chevillon and Hendry (2005)). The vector xt should contain
only variables that are known to the forecaster at time t, this way we can estimate fh and
then use it to generate our h-steps-ahead forecast as
yT +h|T = fˆh (xT )

(3.2)

Conveniently, the process of estimating f in the form of equation (3.1) is the so-called
fundamental problem of supervised learning in the statistical learning literature, as explained in Hastie et al. (2009). This is why most forecasting papers that employ machine
learning methods use this direct approach for generating the forecasts. In fact, Coulombe
et al. (2022) mentions that the direct approach is the standard practice in forecasting
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using machine learning. Note that the function f may not be linear, although a large class
of models used in this work will belong to the linear family.
The direct approach is not the only way to make forecasts. The iterated approach
consists of using a one-period model and then iterating forward until the desired forecast
horizon is achieved. Forecasts made using the traditional univariate time series approach
of Box-Jenkins are generally constructed in this way. Which approach performs better is
essentially an empirical question. Marcellino et al. (2006) argues that in theory iterated
forecasts should be better if the model is correctly specified, but direct forecasts should be
more robust to model misspecification (see also Chevillon and Hendry (2005)). Although
the major focus of this work is on forecasts generated by the direct approach, we will also
consider iterated forecasts produced by the traditional ARIMA family of models.

3.2 Basic Methods
Here we present two extremely simple methods for generating forecasts. Those may
be thought of being literally the most simple forecasting methods one can use. However, this
simplicity should not be mistaken with ineffectiveness, as Hyndman and Athanasopoulos
(2021) notes. Despite being trivial, in some situations these methods can prove to be hard
to outperform, even with more sophisticated models from both time series econometrics
and the machine learning literature.
Mean Method
Given a sample from a series yt , for t = 1, · · · , T , the mean method generate
forecasts according to the sample mean
ŷT +h|T = ȳ = (y1 + · · · + yT ) /T

(3.3)

for any forecasting horizon h.
Random Walk
Sometimes called the Naive method, this approach consists of generating forecasts
using the last observation of the sample t = 1, · · · , T
ŷT +h|T = yT
for any forecasting horizon h.

(3.4)

Chapter 3. Models

22

3.3 Time Series Econometrics Models
This section presents the traditional time series econometrics models used in this
work. Here we do not intend to cover all the approaches ever used in the literature.
Instead we focus on the main core of methods used in the field of time series econometrics:
the autoregressive direct model (AR-D), the family of autoregressive moving average
models (ARMA), the dynamic factor model (DFM) and factor-augmented regressions, and
variations on the DFM model, such as the dynamic factor model with targeted predictors
of Bai and Ng (2008). We also do not attempt to provide an extensive and complete
presentation of each model since there is a large number of models considered. Instead we
focus on the main idea and equations and provide the main references for each case.
Autoregressive Direct Models (AR-D)
The general formulation of the autoregressive direct model is given by
yt+h = α +

p
X

βj yt+1−j + εt+h

(3.5)

j=1

where the lag length p is chosen by information criteria. Specifically we use both the Akaike
Information Criterion (AIC) and the Bayesian Information Criterion (BIC) considering
0 ≤ p ≤ 7 (that is the right-hand side could contain potentially yt , yt−1 , · · · , yt−6 ).
Autoregressive Moving Average Models (ARMA)
These models are the workhorse of univariate time series modelling. We assume
that
yt ∼ ARM A(p, q)

(3.6)

where the lag orders p and q are chosen by the AIC and BIC, with 0 ≤ p ≤ 7, 0 ≤ q ≤ 7.
Note that here we are making iterated forecasts as opposed to direct forecasts discussed
previously.
Dynamic Factor Model/Factor-Augmented Regression (DFM)
This is the standard approach to deal with many predictors in macroeconomic
forecasting. It was popularized by Stock and Watson (2002b) and Stock and Watson
(2002a). Both papers provide all the details of the model. The main motivation behind
the formulation of the model is the supposition that the information contained in the
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potentially large set of predictors can be replaced by a few latent common factors. In other
words, a small set of unobserved factors is responsible for the movement and variation of
most macroeconomic time series. In terms of forecasting the main equation is
yt+h = α +

q
X

γj Fj,t +

j=1

p
X

βj yt+1−j + εt+h

(3.7)

j=1

Note that this equation has an autoregressive component similar to equation 3.5 along with
the latent common factors component (this model is sometimes also called factor-augmented
autoregression). However, since the factors themselves are unobserved, a two-step process
is necessary. First the factors are estimated by principal component analysis (PCA) using
X (the data matrix containing the predictors). Then, with the estimated factors F̂t , we
use equation 3.7 to make h-step-ahead forecasts. A pressing question is how many factors
one should choose. We consider an approach similar to Stock and Watson (2002b): the
number of factors and number of lags of y on the RHS are determined jointly using the
AIC and BIC considering 0 ≤ p ≤ 7 and 0 ≤ q ≤ 10.
Dynamic Factor Model with targeted predictors
This variation of the dynamic factor model was proposed by Bai and Ng (2008). The
main difference is based on the intuition that in some applications with low signal-to-noise
ratio, the forecaster may be “better off" throwing away some data, even if it is readily and
easily available. Moreover, in the traditional DFM the factors are extracted using PCA on
the data matrix, without taking into account the specific target variable to be forecasted.
Essentially, this translates into some sort of pre-selection of predictors before applying
PCA to extract the common factors.
One of the approaches proposed by Bai and Ng (2008) is to consider the following
regression
yt+h = α + δxi,t +

4
X

βj yt+1−j + εt+h

(3.8)

j=1

for i = 1, · · · , N , where N is the number of predictors considered. This step essentially
consists of running separate regressions (using lags of y as controls) for each potential
predictor. The statistics for the standard t-test are stored and one “accepts" a predictor
only if |ti | exceeds a threshold significance level α. Then with the subset of predictors
obtained in the first step (targeted predictors) the standard procedure of the DFM is
applied to estimate the factors and then the factor-augmented regression.
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3.4 Statistical Learning Models
This section presents the models from the statistical and machine learning literature
that are going to be used in this work. As mentioned in the time series econometrics
section, we do not attempt to provide an extensive and complete presentation of each
model. We focus on the main idea and equations and provide the relevant references for
each method in case the reader wants to see a more detailed presentation.
First we discuss linear methods, focusing on the general family of penalized linear
regression models and then the Ridge Regression, the LASSO, Elastic Net and its extensions.
Then we present the nonlinear machine learning models, focusing on the Random Forest.
Finally we also present other methods such as the Complete Subset Regression.
General Penalized Linear Models
In the context of equation 3.1 and the general forecasting framework, the family of
penalized regressions assume that f (xt ) = x⊤
t β, which in turn makes it possible to write
the general formulation of the forecasting models as
yt+h = x⊤
t β + εt+h ,

t = 1, · · · , T

(3.9)

The immediate question that arises is related to the estimation of the model. Why not
simply use OLS to estimate this linear model? The problem occurs when N (the crosssection dimensional, i.e., the number of predictors) is larger than T (the length of the
series). This scenario happens often with macroeconomic series due to their relatively short
length. Even when N is close but smaller than T , OLS would still be highly susceptible to
overfitting.
The family of penalized linear models introduce a penalty term to the OLS objective
function with the purpose of controlling the complexity of the model
TX
−h 

yt+h − x⊤
t β

2

+ λp(β)

(3.10)

t=1

where λ ≥ 0 is a penalty (or tuning) hyperparameter and p(·) is a penalty function. The
solution is given by
h

b
β(λ)
∈ argmin ∥y − Xβ∥22 + λp(β)

i

(3.11)

β∈RN

The penalty function should take values on the positive real line, penalizing β for being
different from zero. Therefore, the family of penalized linear models shrinks the coefficients
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towards zero relative to their OLS estimates. Note that λ ≥ 0 controls the overall strength
of the penalty, with λ = 0 representing the usual OLS estimator.
Ridge Regression
The Ridge Regression was introduced by Hoerl and Kennard (1970) as an alternative
method to use in the case of highly correlated regressors. The penalty function takes the
form
λp(β) = λ

n
X

βi2 = λ∥β∥22

(3.12)

i=1

This penalty using the l2 norm has the unique feature of generating a closed-form solution
to the minimization problem of equation 3.11, given by


β̂ ridge = X T X + λI

−1

XT y

(3.13)

It is important to observe that, due to the form of the penalty (squared l2 norm), the
coefficients are shrunk towards zero but do not reach exactly zero, which in turn implies
that ridge regression does not perform variable selection. However, it is important also
to note that this feature does not necessarily imply that this method will always be
outperformed in terms of forecasting by models that do perform variable selection.
LASSO
The LASSO was proposed by Tibshirani (1996). The main feature of the LASSO
is that it performs regularization and variable selection at the same time. The penalty
takes the following form
λp(β) = λ

n
X

|βi | = λ∥β∥1

(3.14)

i=1

Similar to the Ridge Regression, the LASSO shrinks the coefficients towards zero, but the
penalty using the l1 norm has the property that some of the coefficients are shrunk exactly
to zero if λ is large enough. This results in what is commonly called a sparse solution, that
is, for λ sufficiently large only a subset of the entries of β̂ Lasso is different from zero.
A well known problem with the LASSO happens in the case of highly correlated
predictors. Under such circumstances, the LASSO tends to select only one of these highly
correlated variables and ignore the others. Moreover, the LASSO variable selection is only
consistent under a very strict set of assumptions, unlikely to hold in empirical applications.
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These shortcomings motivated the development of extensions and generalizations of the
LASSO.
As an extension of the basic form of the LASSO, we also consider using a small
set of predictors that are not subject to shrinkage. More specifically, we specified the
model such that 3 lags of the dependent variable were included but not subjected to the
penalization. This is motivated by the intuition that previous lags of a variable are likely to
be relevant to a predictive model, and perhaps by not penalizing this small set of variables
we might be able to increase the predictive performance of the overall model.
Elastic Net
The Elastic Net was proposed by Zou and Hastie (2005). The penalty in this
method is a convex combination between the ridge regression and the LASSO penalties
h

λp(β) = λ (1 − α)∥β∥22 + α∥β∥1

i

(3.15)

The hyperparameter λ still controls the overall strength of the penalty, but now a new
hyperparameter α is introduced to control the relative importance of the l1 and l2 penalties.
Note that for α = 0 we have the ridge regression and for α = 1 we have the LASSO.
This modified penalty term represents an improvement over the LASSO in the case of
highly correlated predictors by encouraging the so-called grouping effect, where strongly
correlated predictors tend to be in or out of the model together.
Adaptive LASSO
The Adaptive LASSO was introduced by Zou (2006). The main goal of the adaptive
version is to improve the LASSO by introducing a data-dependent weight parameter,
coming from a first step estimation. The penalty takes the form
λp(β) = λ

n
X

ωi |βi |

(3.16)

i=1

where ωi = |βi∗ |−τ and βi∗ is obtained through a first step estimation (using the LASSO for
example). The most common value for the hyperparameter τ in applications is 1, although
a different value can be selected using a grid search or some form of cross-validation.
The adaptive LASSO still generates sparse solutions, performing regularization
and variable selection at the same time, but the main difference over the LASSO is that
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the adaptive version has the so called oracle property. As Zou (2006) states, in a nutshell
this means that the adaptive LASSO has the same performance of the true model if it
were known and used in advance.
Most statistical learning methods are studied under the assumption of iid random
variables. A relevant feature of the adaptive LASSO is that it was extensively studied in
the case of time series applications. Medeiros and Mendes (2016) analyzed the properties
of the adaptive LASSO considering high-dimensional sparse linear time series models.
They proved that the adaptive LASSO is model selection consistent and has the oracle
property even when the errors are Non-Gaussian and/or conditionally heteroskedastic.
This suggests that the adaptive LASSO might be well suited for applications in empirical
finance and macroeconomics.
Random Forest
The Random Forest was proposed by Breiman (2001). In a nutshell, a Random
Forest is a collection of regression trees, where each tree is constructed using a bootstrapped
sample of the original data.
Regression trees are nonparametric methods for approximating an unknown function, relying on recursive partitioning of the predictor space. In each region, a local model
is fitted, which in most cases tend to be the simple average of the target variable for which
the predictors fall into that region. Despite being a highly interpretable model, regression
trees are generally considered to have a very low predictive performance, mostly because
they tend to be a high variance learning method.
The main solution for overcoming the main flaw of regression trees is the so called
idea of ensemble learning. As explained in Hastie et al. (2009), ensemble methods combine
many simple models (also known as weak-learners) to generate a more robust and powerful
model. There are various ensemble methods in which the simple models combined are
regression trees, some of the most popular being Bagging, Boosting, Random forests and
Bayesian Additive Regression Trees.
In this work we’ll focus on the application of Random Forests. Similar to Bagging,
Random Forests rely on building many decision trees on bootstrapped samples of the
training data, but it introduces randomness at each split when building the regression
trees. When considering a split in a tree, only a subset of randomly chosen predictors are
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available for the algorithm. As stated in Hastie et al. (2009), this essentially decorrelates
the individual trees, which in turn helps to reduce the variance of the ensemble method
when averaging over many trees.
The reason for the focus on Random Forests in this work is the increasing popularity of this method in forecasting applications. Random Forests allow the modelling of
nonlinearities in a relatively simple way, and have been found to be very competitive in
terms of forecasting performance in recent works (Medeiros et al. (2021), Coulombe et al.
(2022)).
Complete Subset Regression
The Complete Subset Regression (CSR) method was introduced by Elliott et al.
(2013). The main idea is straightforward: for a given set of potential predictor variables,
combine forecasts from all possible linear regression models with a fixed number of
predictors. As stated by Elliott et al. (2013), the combination of forecasts from many
different regression models might help dealing with model uncertainty and potential
instability of the data generating process.
An obvious problem in high-dimensions is the extremely large number of possible
regression models to consider. For instance, with N = 50 predictors and considering
models with k = 10 regressors, there are more than 10 billion possible models. One possible
solution is to restrict the number of predictors considered before applying the method.
Medeiros et al. (2021) and Garcia et al. (2017) adopt a strategy similar to the one described
in the DFM with targeted predictors model (ranking of t-statistics). Kotchoni et al. (2019)
use both this previous method and an approach based on the LASSO for selecting a subset
of relevant predictors.
In this work, in order to obtain a feasible application of the Complete Subset
Regression Method with a large dataset, I use an approach similar to the one used by Bai
and Ng (2008) to reduce the large set of potential predictors. Although their application is
related to factor models, this first step can be applied to the CSR as well. The idea is to
use the Least Angle Regression (LAR) method of Efron et al. (2004) to select a subset of
20 predictors. Loosely speaking, the idea of the Least Angle Regression is to start with
a model with only the intercept and sequentially add the predictor that generates the
largest additional improvement to the fit. The details can be found in Efron et al. (2004),
but for our purposes the most important part is that this method generates a ranking of
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the predictors when the presence of other predictors is taken into account, as explained
in Bai and Ng (2008). The next step is to consider all the possible models that can be
formed with a certain number k of regressors. However, the total number of models can
still be extremely large, so a common approach, also used in Elliott et al. (2013) is to limit
the number of models to a number like 5000 or 1000. Kotchoni et al. (2019) considered
models with 10 and 20 regressors and limited the number of total models to 5000. Here
we consider models with 10 regressors and limit the number of total models to 10000.
To summarize and clarify the nomenclature used for the models, table 1 describes
all the models utilized, along with the method for hyperparameter selection and the
abbreviations used to refer to them in the rest of this work.
Models

Description

AR (AIC)
Autoregressive (Direct) model with lag length chosen by the AIC
AR (BIC)
Autoregressive (Direct) model with lag length chosen by the BIC
ARMA (AIC)
Autoregressive Moving Average model with order selected by the AIC
ARMA (BIC)
Autoregressive Moving Average model with order selected by the BIC
DFM (AIC)
Dynamic Factor Model with number of factors and lags of y chosen by the AIC
DFM (BIC)
Dynamic Factor Model with number of factors and lags of y chosen by the BIC
Targeted DFM (AIC)
Dynamic Factor Model with targeted predictors and number of factors and lags of y chosen by the AIC
Targeted DFM (BIC)
Dynamic Factor Model with targeted predictors and number of factors and lags of y chosen by the BIC
Mean
Sample Mean
Naive (RW)
Random Walk (last sample observation)
Ridge Regression (BIC)
Ride Regression with hyperparameter chosen by the BIC
Ridge Regression (CV)
Ride Regression with hyperparameter chosen by 10-Fold Cross-Validation
LASSO (BIC)
LASSO with hyperparameter chosen by the BIC
LASSO (AICc)
LASSO with hyperparameter chosen by the AICc
LASSO (CV)
LASSO with hyperparameter chosen by 10-Fold Cross-Validation
LASSO - predeterm. (BIC) LASSO with unpenalized lags of y and hyperparameter chosen by the BIC
LASSO - predeterm. (CV)
LASSO with unpenalized lags of y and hyperparameter chosen by 10-Fold Cross-Validation
Elastic Net (BIC)
Elastic Net with hyperparameter chosen by the BIC
Elastic Net (AICc)
Elastic Net with hyperparameter chosen by the AICc
Elastic Net (CV)
Elastic Net with hyperparameter chosen by 10-Fold Cross-Validation
Adaptive LASSO (BIC)
Adaptive LASSO with hyperparameter chosen by the BIC
Adaptive LASSO (AICc)
Adaptive LASSO with hyperparameter chosen by the AICc
Adaptive LASSO (CV)
Adaptive LASSO with hyperparameter chosen by 10-Fold Cross-Validation
Random Forest
Random Forest (moving block bootstrap)
Complete Subset Regression Complete Subset Regression
Combination (Median)
Forecast Combination (median)

Table 1 – Description of the models used. All models are reestimated at each step, including all tuning hyperparameters, lag length selection and number of factors

3.5 Hyperparameter Tuning
Most statistical learning methods contain one or more parameters (also called
hyperparameters) that serve the purpose of penalizing model complexity. This is an
essential part of many methods since it is the main tool used to address overfitting in
models with a potential high degree of complexity. One simple example of hyperparameter
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can be seen on the penalty term of the LASSO on equation 3.14. This hyperparameter, λ,
controls the overall degree of the penalty imposed to the coefficients of a linear model.
The task of selecting values for one or more hyperparameter in statistical learning
methods is generally called hyperparameter tuning, and there are many ways to perform it.
The simplest way, as explained by Hastie et al. (2009), is called the validation set approach.
This method consists of splitting the available data in two parts: one for model fitting
(training set) and one for model selection (validation set). Then, one can fit models in the
training set considering a set of possible choices for the hyperparameter value and then
evaluate the performance of these models on the validation set. Finally, one would pick the
value of the hyperparameter that resulted in the best performance on the validation set.
The most popular refinement of the validation set approach is the so called K-fold
Cross-Validation. The main idea is simple: one randomly divides the dataset in K parts
(also called folds) and then, for fold k, the model is trained on all other folds except k
and it’s performance is evaluated on fold k. This process is repeated for a total of K
iterations and then one simply averages over these performance measures obtained in each
fold. As in the validation set approach, this can be done over a grid of possible values for a
hyperparameter and one would choose the value that generates the smallest average error.
The method of K-fold Cross-Validation is by far the most popular when performing
hyperparameter tuning for one-dimensional hyperparameters. However, it was designed
with the iid assumption in mind. One can easily see how the very definition of this method
might be problematic in a time series environment. In time series forecasting one wants
to use the past to predict the future, but the randomly applied splits used in K-fold
Cross-Validation clearly ignores the time structure of the data. As stated by Kock et al.
(2020), Smeekes and Wijler (2018), Medeiros and Mendes (2016), among others, standard
cross-validation in a time series environment is not adequate in general.
Some attempts have been made to adapt the idea of cross-validation to time series
data. Racine (2000) developed a specific type of block cross-validation and argued that
it is more appropriate for the context of dependent data. Bergmeir et al. (2018) showed
that the standard K-Fold cross-validation is valid for models with only autoregressive
terms and uncorrelated errors. We do not apply these methods in this work because these
approaches were either shown to work in a very specific scenario that does not reflect the
practice of macroeconomic forecasting or involve the arbitrary choice of parameters and
do not solve completely the problem of of cross-validation with time series.
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Another option for performing hyperparameter tuning is the use of information
criteria. This involves fitting models using a set of possible values for the hyperparameter
and computing some type of information criterion, such as the Akaike Information Criterion
(AIC) or the Bayesian Information Criterion (BIC). Then, one picks the value of the
hyperparameter that minimizes the chosen information criterion. Taking the LASSO as an
example (with hyperparameter λ) we could write the formula for the information criterion
considering a linear model
2
T −h


log(T − h)
[
(λ)
BIC(λ) = log σb 2 (λ) + df
T −h




[
AIC(λ) = log σb 2 (λ) + df
(λ)

where σb 2 (λ) =

1
T −h

PT −h 
t=1

(3.17)

2

yt+h − x′t β̂(λ) .

The main difficulty with this approach lies in the term df , which represents the
degrees of freedom of the model. For the penalized regression family of models we can
obtain an unbiased estimate of the degrees of freedom of the model with relative ease,
although we will argue that some confusion has been made in this calculation in some
recent works. However, as Coulombe et al. (2022) points out, for many classes of models
the derivation of an information criteria is simply not possible.
Since the penalized regression family of models represent a sizeable part of the
methods used in this work, it is important to highlight how to properly obtain estimates
for the degrees of freedom term. For the LASSO, Zou et al. (2007) and Tibshirani and
Taylor (2012) proved a very important result: for a given λ, the number of nonzero
coefficients estimated is an unbiased estimate of the degrees of freedom of the model.
This results greatly facilitates the application of information criteria for the LASSO and
its adaptive version. For the Ridge Regression model the solution is the well known
h

i

formula tr X (X ′ X + λI)−1 X ′ . For the Elastic Net the solution is, loosely speaking,
a combination of the results for the Ridge Regression and the LASSO. Curiously, this
calculation has been the source of confusion in some recent works. In the handbook called
Macroeconomic Forecasting in The Era of Big Data: Theory and Practice, Kock et al.
(2020) state that:
For the sparsity inducing methods such as the Lasso, adaptive Lasso, Elastic Net,
and adaptive Elastic Net, one typically has that df (λ, α) is the number of estimated non-zero
parameters for a given choice of (λ, α). However, Zou et al. (2007) clearly states that
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Even in other sparse modeling methods, there is no such clean relationship between
the number of nonzero coefficients and the degrees of freedom. For example, the number of
nonzero coefficients is not an unbiased estimate of the degrees of freedom of the elastic net.
As shown in Tibshirani and Taylor (2012), the correct way to obtain an unbiased estimate
of the degrees of freedom the Elastic Net is to consider the following procedure
β̂ = arg min ∥y − Xβ∥2 + λ2 ∥β∥2 + λ1 ∥β∥1
β

(3.18)

c = Tr (H (A))
df
λ2


−1

Hλ2 (A) = XA XTA XA + λ2 I

XTA

where A is the active set (the set of nonzero variables obtained). In other words, we still
use the set of estimated non-zero parameters but we have to consider the part of the
penalty due to the Ridge Regression method.
Most works in the field apply the BIC for the hyperparameter tuning of models
from the penalized regression family (Kock et al. (2020), Medeiros and Mendes (2016),
Garcia et al. (2017), Smeekes and Wijler (2018), among others). In a finance application of
the Elastic Net, Rapach and Zhou (2020) use the corrected version of the AIC (AICc) for
the selection of the hyperparameters, arguing that the work of Flynn et al. (2013) showed
that the the corrected AIC has both good asymptotic and finite-sample properties for the
choice of the hyperparameter (λ)
In this work we utilize both the BIC and the corrected AIC for hyperparameter
tuning in the family of penalized regression models. Although the computational costs of
using both criteria increases, we believe it to be a worthwhile investigation, given that
the choice of hyperparameter can impact the final predictive performance of these models.
For the Elastic Net we adopt the common usage of α = 0.5 and choose λ via information
criteria. We could have tuned both hyperparameters but that would increase the already
high computational cost even more. For the adapative LASSO we consider τ = 1 and
choose λ via information criteria as well.
Although not theoretically justified in the context of time series data, we also
included the penalized regression models with hyperparameter tuning via cross-validation.
This was motivated by some recent works (Coulombe et al. (2022), Goulet Coulombe et al.
(2021)) that compared the use of standard K-Fold cross-validation with the use of a type
of cross-validation adjusted for time series data. They concluded that hyperparameter
selection via standard K-Fold Cross-Validation performed better on average for most
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models and recommend its use for future works. Therefore, we intend to investigate these
claims by performing hyperparameter tuning not only using the BIC and the corrected
AIC, but also using 10-Fold cross-validation.
In the case of the Random Forest model, the relevant hyperparameters include the
number of regression trees and the number of variables considered at each split. Here we
use the standard choice of 500 trees and ⌊N/3⌋ for the number of variables available at
each split. Since we are dealing with time series data we also need to take this fact into
account when performing the bootstrap, thus we use a moving block bootstrap approach
for all applications of the Random Forest.

34

4 Empirical Application
4.1 Forecasting Framework
Data Splitting and Forecast Horizon
The ultimate goal of time series forecasting and of supervised learning is to generate
good out-of-sample predictions. Therefore, any well designed forecasting study must perform
a genuine out-of-sample evaluation of the models (some authors prefer the term pseudo
out-of-sample since it involves splitting the observed sample in two parts).
When making predictions for time series, one fundamental aspect is the time
difference between the most recent information the forecaster has and the point for which
the forecast is being made, that is, the forecast horizon. To preserve the forecast horizon we
have to “walk forward” in time with the training (estimation) sample. Generally this can be
done by using either a moving or expanding (recursive) window. In terms of mathematical
notation, we define the set of forecasts as
n

o

P = yt+h|t : t = T, . . . , T + H − h
n

= yT +h|T , yT +h+1|T +1 , . . . , yT +H|T +H−h

o

(4.1)

where T + H denotes the last point in the subsample destined for forecast evaluation.
The objects on the right of the vertical bar (T, T + 1, . . . ) represent the end point of the
training (estimation) sample at each step. If the starting point of the estimation sample
stays fixed we have the case of an expanding window, otherwise we have the case of a
rolling window.
Giacomini and White (2006) mentions that it is essentially an empirical question
whether the use of a moving or expanding window generates better forecasts. Many works
use the rolling window approach (Medeiros et al. (2021), Kock et al. (2020), Kotchoni
et al. (2019)) but some, like Coulombe et al. (2022) prefer to use an expanding window. In
this work we will use the rolling window approach because it is more adequate than the
expanding window for our method of multiple model testing (see Hansen et al. (2011)).
The need for constant updating of the training (estimation) sample imply that
we need to think about model reestimation and re-optimization of the hyperparameters
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choice. This entails estimating and performing hyperparameter selection for a number of
models possibly hundreds of times (for each forecasting horizon), which is a significant
computationally demanding task. Coulombe et al. (2022) adopted the procedure of reoptimizing hyperparameter selection only every two years, mentioning that this appoach
is not uncommon for these types of studies. In this work we chose to reestimate all models
and re-optimize hyperparameter selection at each possible iteration (in the case of monthly
data, every month). While more computationally demanding, this approach should be
closer to the real world application of forecasting macroeconomic series.
As mentioned previously, the forecast horizon is a simple but also fundamental
concept when working with time series forecasts. For each forecasting horizon (and for
each series) one must consider a separate pseudo out-of-sample forecasting exercise. An
important point to note is that a model that has a good forecasting performance in one
horizon may very well have a poor forecasting performance in another horizon. In order
to include a range of relevant forecasting horizons and to keep the computational costs
manageable, we consider, for each target monthly time series of interest, the horizons of
h = 1, 3, 6, 9 and 12 months. These are meant to represent the scenarios of both short,
medium and (relatively) long term forecasts.
Data Transformations and Target Variables
The common framework for the application of statistical learning methods to
macroeconomic forecasting assumes that the stochastic process {(yt , x′t )′ }∞
t=1 is covariancestationary, where yt represents the target variable and xt is a potentially large vector
of predictors. However, it its well know that most relevant macroeconomic and financial
series are not stationary, therefore the suitable transformation of all series considered is an
essential step of the process.
In this section we detail the transformations used for the target variables (variables
to be forecasted), while the details of the general transformations applied to the rest of
the variables are discussed in a next section. To establish notation, let Yt denote a series
of interest, like the industrial production index. For these types of variables, a common
case in macroeconomics is to model the logarithm of Yt as I(1), in which case we define
yt = log(Yt ) − log(Yt−1 ) = log(Yt /Yt−1 )

(4.2)

For variables like the unemployment rate, which we commonly do not apply logs,
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we model it directly in level as I(1)
yt = Yt − Yt−1

(4.3)

Since we are interested in multi-step direct forecasting, our forecasting target is an h−stepsahead variable as a function of variables known to the forecaster at time t, as expressed
in equation 3.1. For I(1) variables that were log-transformed, we define the target as the
average growth rate from t to t + h
h
yt+h
=

1
· log(Yt+h /Yt )
h

(4.4)

For I(1) variables with no previous log-transformation the target is the average total
change from t to t + h
1
· (Yt+h − Yt )
h
h
as
Note that in both cases we can write the target yt+h
h
yt+h
=

h
yt+h
=

(4.5)

h
1X
yt+k
h k=1

(4.6)

with yt defined as the appropriate transformation of Yt . These definitions are standard
in the literature and are similar to the ones in Stock and Watson (2002b), Stock and
Watson (2002a), Bai and Ng (2008), McCracken and Ng (2016), Smeekes and Wijler (2018),
Kotchoni et al. (2019), Coulombe et al. (2022), among others. It is important to note,
however, that this definition is different from forecasting yt+h = log(Yt+h /Yt+h−1 ). The
definition of the target variable in equation (4.6) represents essentially a rolling average of
the series yt (naturally for one-step-ahead forecasts both definitions imply the same target
variable). Therefore, perhaps in odds with our basic intuition, with this definition it is
not unreasonable to expect smaller errors on average when forecasting longer horizons for
some variables. Figure 1 illustrates this difference looking at the example of the Industrial
Production series.

4.2 Forecast Evaluation
Once the forecasts are properly generated from the set of competing models, the
forecast errors are directly computed by
n

o

et+h|t = yt+h − y[
t+h|t : t = T, . . . , T + H − h

(4.7)
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Figure 1 – Industrial Production series. The grey line represents the monthly growth rate of the Industrial
Production Index yt . The blue line represents the target variable yth for h = 6 months

The standard metrics to compare forecast errors from different models on the literature
include the Root Mean Squared Error (RMSE) and the Mean Absolute Error (MAE).
These can be computed using the evaluation sample defined at the beginning of the
forecasting exercise and give an overall sense of the performance of the models on this
evaluation period.
However, there’s still the need to perform formal statistical tests in order to decide if
one set of forecasts is statistically better than the other. The standard test in the literature
is the Diebold-Mariano Test of Diebold and Mariano (1995). This test is commonly used
for testing the predictive performance of a model against a choice of a benchmark. The
null hypothesis of the test of equal predictive accuracy is that the expected loss differential
between two models is zero. However, since we are comparing a set of forecasts generated
by many models, there is the need of a statistical method to compare them all at the same
time. In this work we use the Model Confidence Set (MCS) of Hansen et al. (2011) in
order to try to obtain a set of superior forecasting models. We do not use the DieboldMariano test because that implies choosing a model as a benchmark. Some works use an
autoregressive (direct) model with lag order selected by the BIC as a benchmark. We feel
this choice of information criteria is somewhat arbitrary, since, as we will show in the
results section, the use of the corrected AIC can result in a better forecasting performance
in some cases.
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The Model Confidence Set was developed by Hansen et al. (2011). The motivation
for this procedure is that there is often the need to compare multiple models at the same
time, instead of two by two comparisons. It is a fairly general approach for performing
model selection and it does not require an arbitrary choice of benchmark. The main idea
is that models are ranked in terms of expected loss, such that a model A is preferred to
model B if and only if model A has a lower expected loss than B. The output of the MCS
procedure is a set of models that are guaranteed to contain the best models for a certain
level of confidence. The way this final set is obtained is through a sequence of several
tests of equal predictive performance. Hansen et al. (2011) presents test statistics designed
to test this hypothesis and also to perform, at each step, an elimination of the worst
performing model in the case this hypothesis is rejected. The sequential procedure stops
when the hypothesis that all the models in the set are equally good in terms of predictive
performance can not be rejected. For more details the reader is referred to Hansen et al.
(2011).
Some aspects of the Model Confidence Set procedure are worth highlighting. First,
the bootstrap implementation of the method need as an input the size of the block for
the block bootstrap. Hansen et al. (2011) mentions, in an appendix of the original paper,
that this choice is difficult to make in practice, especially in the case of many competing
models. They recommend testing the procedure with different choices of block length and
checking that the final result is not the sensitive to these choices. However, in some of our
applications, the final set of models was highly dependent on the choice of block length.
Since there is no standard procedure for this choice in the case of the Model Confidence
Set, we follow Hansen et al. (2003) and choose the block length by fitting autoregressive
processes on the loss differential terms of the models and determining the lag length via
information criteria. The block length is then chosen as the largest lag length obtained in
this process. Second, an initially puzzling aspect of the MCS procedure is that sometimes
a model excluded might have a lower RMSE than some models kept in the final set. This
situation was discussed in Smeekes and Wijler (2018), where they mention that sometimes
models with higher RMSE are kept in the superior set because the variance of the forecast
errors of this model is large, and this in turn prevents the rejection of the hypothesis of
equal predictive ability when comparing this model with others.
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4.3 Data
In this work we use the famous FRED-MD dataset from the Federal Reserve Bank
of St.Louis. This database contains more than a 100 monthly economic and financial time
series from the US, with data on output, income, labor markets, interest/exchange rates,
prices, consumption, inventories, etc. This dataset can be thought as an extension of the
original data from Stock and Watson (2002a) and it has become the standard choice for
research in macroeconomic time series forecasting (Smeekes and Wijler (2018), Kock et al.
(2020), Coulombe et al. (2022), Kotchoni et al. (2019), Medeiros et al. (2021), among
others). The series are all seasonally adjusted and the details about the construction and
maintenance of the FRED-MD database are described in McCracken and Ng (2016).1
Since most macroeconomic and financial series are not stationary in levels, transformations of the original data are needed in order to obtain covariance-stationary series. In
general we follow the recommended transformations outlined in McCracken and Ng (2016),
which include standard transformations like the application of logarithms, first or second
differences, etc. The exception is that, for price indexes in general, we log-differenced them
only once instead of twice like it was done in McCracken and Ng (2016) (this same approach
of considering log price indexes as I(1) is done in Medeiros et al. (2021), Coulombe et al.
(2022), Kock et al. (2020) among others).
In the forecasting exercise presented in this work we assume that the dataset used
in the models is balanced, which is a standard assumption in the literature of traditional
macroeconomic forecasting. Some series in the FRED-MD database contain a substantial
amount of missing values and others are not available at the starting date of the database
(1960/01). After excluding these variables, the dataset ends up with 111 series. Moreover,
we also added 6 lags of each variable to obtain the final dataset used in the forecasting
exercise. This was done in order to consider a very general scenario of possible relations
of a given variable with the lags of others (Kock et al. (2020) did something similar, but
added only 4 lags of each variable).
The final version of the transformed and expanded dataset contains a total of 770
variables, ranging from 1961/01 to 2019/12. The total number of potential predictors
considered is larger than the whole sample size (708) even before the data splitting.
The out-of-sample period ranges from 1990/01 to 2019/12, covering 30 years of monthly
1

The database can be obtained at https://research.stlouisfed.org/econ/mccracken/fred-databases/

Chapter 4. Empirical Application

40

observations for the purpose of forecast evaluation.
In terms of target variables, we considered four major monthly indicators of the US
economy: Industrial Production (Total Index), Number of Employees on Non-Agriculture
Payroll (Employment), Consumer Price Index (CPI) and the 10-year Treasury Constant
Maturity Minus Federal Funds Rate. The logarithm of the Industrial Production Index,
of the Number of Employees on Non-Agriculture Payroll and the Consumer Price Index
are modeled as I(1), so the target variable for each case is defined as in equation 4.4,
that is, using the common practice in the literature of forecasting the average growth
over a certain period of time. In the case of inflation, we also consider the alternative
target variable definition of forecasting the h−periods ahead monthly percent change. The
10-year Treasury Constant Maturity Minus Federal Funds Rate is modeled as I(0), thus
the target variable is the variable itself in levels h periods ahead.
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5 Results
5.1 Industrial Production
General Remarks
The transformed Industrial Production series (monthly growth rate) is shown in
figure 2 and the results obtained in the forecasting exercise are shown in table 2. In general,
for short and medium forecasting horizons, statistical learning models presented the best
performance, although the Targeted DFM model was very competitive as well in these
cases. For longer horizons, the simple AR direct model and the Forecast Combination
method had a better predictive performance than almost all the other methods, both in
terms of Root Mean Squared Error (RMSE) and Mean Absolute Error (MAE). Also worth
of note is that the Ridge Regression performed consistently well for all but the shortest
forecast horizon, and the Forecast Combination method had a good performance in all
horizon and in both RMSE and MAE terms.
For one-month-ahead forecasts, the best performing model in terms of RMSE was
the Complete Subset Regression, with the Elastic Net (AICc) also performing well. In terms
of MAE, the best performing model was the Adaptive LASSO (AICc), with the Complete
Subset Regression method having almost the same predictive performance. The Targeted
DFM models also performed relatively well in terms of MAE. For three-months-ahead
forecasts, the Ridge Regression (BIC) was the best model in terms of RMSE, but the
Targeted DFM (AIC), the LASSO with predetermined variables and the Elastic Net (AICc)
also performed comparably well. In terms of MAE, the Forecast Combination was the
best method, with the Ridge Regression also performing almost as well. In the case of
six-months-ahead forecasts, the Ridge Regression was also the best model in RMSE terms,
with the Combination method having a very similar performance. For nine-months-ahead
forecasts, the simple AR (AIC) dominated the other models both in terms of RMSE and
MAE. The LASSO with predetermined variables (CV) also performed well in this case.
In the case of twelve-months-ahead forecasts, the AR (AIC) also performed very well,
having the lowest MAE and a RMSE approximately the same as the best method (Forecast
Combination). The Ridge Regression (BIC) also performed well in RMSE terms in this
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horizon.
Hyperparameter Tuning
Considering the time series econometrics models, the use of the AIC for the AR
and Factor Models seemed to generate lower forecast average errors in general, both in
terms of RMSE and MAE, although the difference was relatively small in some cases.
Regarding the choice of hyperparameters via information criteria or cross-validation,
in general, the performance of the Ridge Regression, LASSO, Elastic Net and the Adaptive
LASSO using Cross-Validation (CV) was generally similar to the performance in the case
of the use of information criteria. Figure 3 shows the relative performance of these tuning
methods for the sparsity-inducing penalized regression models. In the case of the LASSO
and the Adaptive LASSO the use of CV generated somewhat smaller errors on average
for medium horizons (six and nine months ahead). The pattern for the Elastic Net is
not clear, in all cases the RMSE are close and the preferred method changes with every
horizon. Despite that, for this variable the difference in performance generated by the use
of cross-validation and information criteria was small in most horizons.
Model Confidence Set
In general, the Superior Set of Models (SSM) generated by the Model Confidence
Set were considerably large for all forecast horizons. For short term forecasts, the iterated
ARMA and the RW were excluded from the SSM, while for medium and longer horizons
the MCS procedure almost did not exclude any model, with the exception of the Adaptive
LASSO (BIC and AICc) being excluded in the case of nine-months-ahead forecasts.
Therefore, for the case of Industrial Production the MCS was not able to statistically
differentiate between the time series econometrics and the statistical learning methods for
the 75% confidence level.
This scenario is similar to the case described in Hansen et al. (2011), where they
state clearly that an important feature of the MCS is that it acknowledges the limitations
of the data in terms of signal, and in the case of less informative data the resulting
set of superior models tend to contain many, if not all, the models initially considered.
This situation arises when the forecast errors of the models considered tend to have high
variance, which in turn makes it harder to reject the null hypothesis of equal predictive
ability. Moreover, the final set of models had a relatively strong sensitivity to the choice
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of block length of the moving bootstrap procedure, which also suggests that the MCS
procedure for this variable was relatively uninformative.
Models
AR (AIC)
AR (BIC)
ARMA (AIC)
ARMA (BIC)
DFM (AIC)
DFM (BIC)
Targeted DFM (AIC)
Targeted DFM (BIC)
Mean
Naive (RW)
Ridge Regression (BIC)
Ridge Regression (CV)
LASSO (BIC)
LASSO (AICc)
LASSO (CV)
LASSO - predeterm. (BIC)
LASSO - predeterm. (CV)
Elastic Net (BIC)
Elastic Net (AICc)
Elastic Net (CV)
Adaptive LASSO (BIC)
Adaptive LASSO (AICc)
Adaptive LASSO (CV)
Random Forest
Complete Subset Regression
Combination (Median)

h=1
RMSE
0.588
0.596
0.599
0.602
0.559
0.575
0.551
0.55
0.624
0.767
0.604
0.601
0.56
0.556
0.556
0.57
0.575
0.574
0.549
0.557
0.567
0.553
0.562
0.591
0.545
0.558

MAE
0.424
0.427
0.429
0.426
0.41
0.419
0.408
0.406
0.45
0.55
0.422
0.42
0.407
0.406
0.405
0.413
0.409
0.411
0.403
0.406
0.415
0.401
0.412
0.428
0.402
0.406

h=3
RMSE MAE
0.386 0.263
0.387 0.265
0.396 0.277
0.396 0.281
0.401 0.276
0.403 0.278
0.361 0.266
0.374 0.268
0.445 0.296
0.416 0.307
0.36
0.254
0.367 0.256
0.375
0.26
0.365 0.259
0.37
0.259
0.363 0.255
0.362 0.258
0.381 0.261
0.364 0.257
0.375 0.258
0.382 0.269
0.368 0.259
0.378 0.266
0.45
0.305
0.374 0.266
0.369 0.253

h=6
RMSE
0.365
0.365
0.361
0.375
0.389
0.382
0.368
0.371
0.395
0.41
0.35
0.354
0.37
0.378
0.364
0.358
0.357
0.365
0.375
0.374
0.379
0.379
0.367
0.417
0.374
0.353

MAE
0.241
0.241
0.25
0.264
0.276
0.266
0.265
0.266
0.252
0.275
0.246
0.247
0.244
0.256
0.239
0.233
0.23
0.239
0.253
0.248
0.244
0.254
0.235
0.278
0.253
0.235

h=9

h = 12

RMSE MAE
0.341 0.222
0.344 0.225
0.345 0.238
0.348
0.24
0.377 0.273
0.37
0.263
0.358 0.262
0.362 0.265
0.365
0.23
0.429 0.284
0.348 0.244
0.347 0.243
0.368 0.247
0.366 0.249
0.351 0.233
0.351 0.236
0.343 0.224
0.366 0.246
0.363 0.244
0.354 0.236
0.373 0.243
0.375 0.251
0.355 0.226
0.38
0.258
0.374 0.258
0.349 0.234

RMSE MAE
0.328 0.211
0.329
0.212
0.355
0.238
0.361
0.241
0.359
0.264
0.351
0.255
0.351
0.26
0.354
0.262
0.341
0.217
0.432
0.279
0.329
0.236
0.33
0.237
0.348
0.243
0.363
0.259
0.362
0.258
0.335
0.233
0.365
0.252
0.348
0.244
0.352
0.252
0.358
0.255
0.343
0.234
0.345
0.245
0.362
0.242
0.346
0.233
0.357
0.258
0.327 0.225

Table 2 – The table shows the Root Mean Squared Error (RMSE) and Mean Absolute Error (MAE), multiplied
by 100, for forecasting the Industrial Production (transformed) series. The out-of-sample period is
1990/01 − 2019/12 and a rolling window was used. The best performing method in each case is indicated
in bold and the models excluded from the Superior Set of Models generated by the Model Confidence
Set are shown in red.

5.2 Employment
General Remarks
The transformed Employment series is shown in figure 4 and the results obtained in
the forecasting exercise are shown in table 3. In general, we can observe that the statistical
learning models were systematically outperformed by the time series econometrics methods,
although in some cases the difference in performance is quite small. Furthermore, the
simple AR direct model was the best performing method in almost all the forecast horizons
both in terms of RMSE and MAE, outperforming both the statistical learning methods
and the factor models as well. This suggests that, at least for the specific out-of-sample
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Figure 2 – Industrial Production (transformed) series. The red line indicates the beginning of the out-of-sample
period (test set)

Figure 3 – Hyperparameter Tuning via Information Criteria and Cross-Validation for penalized regression models.
Target variable is the Industrial Production (transformed) series.

period considered, the information in the large set of predictors used was not directly
relevant for forecasting this variable in most horizons considered.
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For one-month-ahead forecasts, the AR (AIC, BIC) was the best performing model
in terms of RMSE and the AR (BIC) was the best in terms of MAE, although some
statistical learning methods like the LASSO with predetermined variables and the Adaptive
LASSO had a similar performance. The iterated ARMA models also performed similarly
well for one-month-ahead forecasts. For three-months-ahead forecasts, the Targeted Factor
Model (AIC) was the best performing method both in terms of RMSE and MAE, with the
LASSO using predetermined variables (CV) having an approximately similar performance.
A somewhat surprising result is that for medium and long horizons, specifically for six,
nine and twelve months ahead, the simple AR (AIC) was the best performing model in
both forecast evaluation metrics, with the statistical learning and factor models being
systematically outperformed.
Hyperparameter Tuning
Considering the time series econometrics models, the choice of the AIC seemed
to generate somewhat lower forecast errors in terms of RMSE and MAE, although the
difference in performance was small in most cases.
Regarding the choice of hyperparameters via information criteria or cross-validation,
in general the difference in performance of the Ridge Regression, LASSO, Elastic Net and
the Adaptive LASSO using information criteria versus Cross-Validation (CV) was generally
small. Figure 5 shows the relative performance of these tuning methods for the sparsityinducing penalized regression models. The use of the BIC tended to generate somewhat
larger errors on average, and CV and the AICc obtained a very similar performance.
Despite that, similar to the Industrial Production application, the difference between
cross-validation and information criteria and between the criterion themselves was small.
Model Confidence Set
In general, the application of the Model Confidence Set generated results similar
in nature to the ones obtained with the Industrial Production Series, in the sense that
the resulting set of superior models contains almost all the initial models, except in the
longest forecast horizon. This suggests that for all but one of the horizons considered, the
data was not informative enough to differentiate between these models. For short and
medium term forecasts the resulting SSM is considerably large, the only pattern observable
is the exclusion of the iterated ARMA for both three and six-months-ahead forecasts. In
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the twelve-months-ahead case, the MCS procedure was able to generate a smaller SSM
compared to the ones before, excluding almost all the penalized regression models from
the final set.
Models

h=1

AR (AIC)
AR (BIC)
ARMA (AIC)
ARMA (BIC)
DFM (AIC)
DFM (BIC)
Targeted DFM (AIC)
Targeted DFM (BIC)
Mean
Naive (RW)
Ridge Regression (BIC)
Ridge Regression (CV)
LASSO (BIC)
LASSO (AICc)
LASSO (CV)
LASSO - predeterm. (BIC)
LASSO - predeterm. (CV)
Elastic Net (BIC)
Elastic Net (AICc)
Elastic Net (CV)
Adaptive LASSO (BIC)
Adaptive LASSO (AICc)
Adaptive LASSO (CV)
Random Forest
Complete Subset Regression
Combination (Median)

RMSE MAE
0.094 0.072
0.094 0.071
0.095 0.072
0.095 0.072
0.098 0.074
0.102 0.077
0.098 0.074
0.099 0.076
0.166 0.114
0.108 0.083
0.102 0.077
0.102 0.077
0.103 0.078
0.099 0.077
0.1
0.077
0.095 0.072
0.097 0.076
0.104 0.079
0.097 0.076
0.099 0.076
0.098 0.075
0.096 0.074
0.095 0.074
0.116 0.084
0.101 0.078
0.096 0.074

h=3
RMSE
0.08
0.08
0.092
0.092
0.085
0.087
0.078
0.083
0.154
0.08
0.083
0.083
0.09
0.084
0.085
0.082
0.079
0.087
0.083
0.084
0.085
0.084
0.083
0.112
0.093
0.083

MAE
0.057
0.057
0.065
0.067
0.06
0.061
0.056
0.059
0.099
0.058
0.059
0.059
0.063
0.06
0.061
0.058
0.057
0.062
0.06
0.061
0.062
0.061
0.061
0.074
0.067
0.059

h=6
RMSE
0.087
0.089
0.09
0.092
0.096
0.096
0.091
0.095
0.15
0.093
0.093
0.093
0.103
0.095
0.096
0.09
0.089
0.099
0.096
0.095
0.098
0.094
0.094
0.125
0.105
0.093

MAE
0.057
0.059
0.061
0.062
0.069
0.07
0.065
0.069
0.094
0.062
0.063
0.062
0.068
0.064
0.064
0.059
0.059
0.065
0.064
0.063
0.067
0.065
0.065
0.081
0.069
0.062

h=9
RMSE MAE
0.095 0.061
0.096 0.063
0.098 0.067
0.099 0.068
0.107 0.077
0.106 0.076
0.105 0.076
0.107 0.078
0.147 0.093
0.112 0.074
0.104 0.069
0.103 0.068
0.115 0.076
0.107 0.071
0.108 0.072
0.101 0.068
0.103 0.069
0.114 0.075
0.105 0.071
0.108 0.071
0.109 0.074
0.106 0.073
0.106 0.073
0.131 0.087
0.113 0.075
0.104 0.069

h = 12
RMSE
0.103
0.103
0.115
0.119
0.114
0.111
0.116
0.114
0.145
0.127
0.11
0.109
0.122
0.119
0.125
0.112
0.121
0.123
0.119
0.121
0.117
0.118
0.118
0.135
0.121
0.112

MAE
0.067
0.068
0.074
0.079
0.082
0.08
0.083
0.082
0.093
0.086
0.074
0.073
0.083
0.083
0.086
0.078
0.083
0.084
0.083
0.083
0.079
0.082
0.082
0.091
0.084
0.075

Table 3 – The table shows the Root Mean Squared Error (RMSE) and Mean Absolute Error (MAE), multiplied by
100, for forecasting the Employment (transformed) series. The out-of-sample period is 1990/01 − 2019/12
and a rolling window was used. The best performing method in each case is indicated in bold and the
models excluded from the Superior Set of Models generated by the Model Confidence Set are shown in
red.

5.3 Inflation
General Remarks
The Inflation (CPI) series is shown in figure 6 and the results obtained in the
forecasting exercise are shown in table 4. In general, the statistical learning methods tended
to outperform the time series models for short and medium forecast horizons, but the
difference in performance between them seems to diminish in longer horizons. The Forecast
Combination method turned out to be one of the best models for Inflation forecasting
in this particular out-of-sample period. It not only was the best method in medium and
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Figure 4 – Employment (transformed) series. The red line indicates the beginning of the out-of-sample period (test
set)

long horizons, but also had a close predictive performance to the best methods in short
horizons.
For one-month-ahead forecasts the Complete Subset Regression was the best
performing method in terms of both RMSE and MAE. The LASSO (BIC), Elastic Net
(BIC) and the Combination method also performed well in this case. For three-monthsahead, the Elastic Net (BIC,AICc) was the best model in terms of RMSE, with the LASSO,
Random Forest, Complete Subset Regression and Forecast Combination having a very
close predictive performance. In terms of MAE the Forecast Combination was the best
method in this case. For six-months-ahead forecasts, the Random Forest outperformed the
other models in terms of RMSE, with the LASSO (BIC), Elastic Net (BIC) and Forecast
Combination having a good performance as well. In terms of MAE, again the Forecast
Combination was the best method. In the nine months horizon, the best model was the
Forecast Combination in both RMSE and MAE terms, with the Random Forest, LASSO
(BIC) and the Elastic Net (BIC) also having a good performance. For twelve-months-ahead
forecasts, the best method, in both evaluation metrics, was again the Forecast Combination,
with the Ridge Regression also performing well.
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Figure 5 – Hyperparameter Tuning via Information Criteria and Cross-Validation for penalized regression models.
Target variable is the Employment (transformed) series.

Hyperparameter Tuning
In the class of traditional time series models, the choice between the AIC and the
BIC did not seem to significantly affect the predictive performance of the methods. The
BIC seemed to generate somewhat lower average forecast errors on the factor models in
some horizons, but the difference in performance is quite small.
Regarding the choice between information criteria and cross-validation, figure 7
shows the relative performance, in RMSE terms, of these tuning methods for the sparsityinducing penalized regression models. Here the pattern is clear for one-step-ahead forecasts:
the BIC generated smaller forecast errors on average while the AICc generated the largest.
Tuning via CV seems to stay between the BIC and AICc for this horizon. This observation
seems to be valid for the LASSO, the Adaptive LASSO and the Elastic Net as well.
For other horizons, the BIC continued to generate smaller errors but the difference in
performance is very small between both information criteria and cross-validation.
Model Confidence Set
The Model Confidence Set for forecasting Inflation (CPI) generated smaller and
more informative Superior Set of Models in comparison to the Industrial Production and
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Employment applications. For the shortest forecast horizon, all the traditional time series
models are excluded from the 75% confidence final set of models, while the statistical
learning and Forecast Combination methods stayed in the final set of models. For threemonths-ahead forecasts, the factor models are the only models from traditional time series
analysis that were not excluded from the final set. In the case of six and nine-months-ahead
forecasts, the procedure was less informative, resulting in a large set consisting of almost
all the initial models considered. For the longest horizon, the univariate time series models
tended to be again excluded, but in this case a lot of the statistical learning methods were
also kept out from the final set of models, with the Ridge Regression and the Random
Forest being an exception. The Forecast Combination and the Random Forest, which were
among the best models in some of the horizons, were never excluded from the final set of
surviving models.

Figure 6 – Inflation (CPI) series. The red line indicates the beginning of the out-of-sample period (test set)

An Alternate Target Variable Definition
As mentioned in the previous section, the vast majority of the literature on macroeconomic forecasting with many predictors define the target variables to be forecasted as in
equation 4.6, that is for example, the average growth between period t + 1 and t + h in the
case of I(1) variables that were log transformed. However, in the specific case of inflation,
some researchers also forecast the monthly percent change of the price index directly, that
is, the target variable is given by yt+h = log(Yt+h /Yt+h−1 ) (see Medeiros et al. (2021), Kock
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Models

h=1

h=3

h=6

AR (AIC)
AR (BIC)
ARMA (AIC)
ARMA (BIC)
DFM (AIC)
DFM (BIC)
Targeted DFM (AIC)
Targeted DFM (BIC)
Mean
Naive (RW)
Ridge Regression (BIC)
Ridge Regression (CV)
LASSO (BIC)
LASSO (AICc)
LASSO (CV)
LASSO - predeterm. (BIC)
LASSO - predeterm. (CV)
Elastic Net (BIC)
Elastic Net (AICc)
Elastic Net (CV)
Adaptive LASSO (BIC)
Adaptive LASSO (AICc)
Adaptive LASSO (CV)
Random Forest
Complete Subset Regression
Combination (Median)

RMSE MAE
0.244 0.168
0.249 0.174
0.242 0.164
0.242 0.164
0.241 0.166
0.236 0.163
0.241
0.17
0.241 0.168
0.295 0.218
0.278 0.196
0.249 0.169
0.249 0.169
0.229 0.158
0.334
0.17
0.271 0.163
0.234 0.162
0.365 0.171
0.229 0.158
0.306 0.166
0.3
0.167
0.232 0.159
0.314
0.17
0.285 0.166
0.235
0.16
0.227 0.156
0.231 0.159

RMSE MAE
0.204 0.132
0.202 0.131
0.224 0.158
0.224 0.155
0.212
0.14
0.203 0.134
0.205 0.137
0.201 0.136
0.237
0.18
0.249 0.161
0.202 0.131
0.199 0.129
0.191 0.126
0.196 0.133
0.193 0.129
0.195 0.128
0.192 0.128
0.19
0.126
0.19
0.128
0.191 0.127
0.196 0.131
0.198 0.136
0.195 0.131
0.192
0.13
0.192 0.127
0.192 0.124

RMSE MAE
0.158 0.103
0.158 0.104
0.169 0.109
0.174 0.111
0.169
0.11
0.165 0.108
0.164 0.111
0.163 0.109
0.202 0.162
0.188 0.116
0.157 0.106
0.154 0.104
0.148
0.1
0.164 0.114
0.153 0.107
0.155 0.102
0.152 0.108
0.146 0.099
0.162 0.111
0.152 0.106
0.155 0.103
0.166 0.113
0.154 0.108
0.145 0.103
0.153 0.104
0.148 0.096

h=9
RMSE
0.137
0.138
0.152
0.149
0.136
0.136
0.136
0.136
0.188
0.151
0.13
0.128
0.127
0.135
0.132
0.133
0.135
0.127
0.132
0.132
0.13
0.137
0.136
0.128
0.133
0.126

MAE
0.097
0.098
0.103
0.102
0.094
0.095
0.099
0.1
0.157
0.102
0.095
0.094
0.093
0.102
0.099
0.093
0.1
0.092
0.098
0.099
0.093
0.102
0.102
0.098
0.097
0.088

h = 12
RMSE
0.125
0.127
0.126
0.123
0.117
0.117
0.12
0.119
0.182
0.128
0.111
0.111
0.114
0.123
0.126
0.119
0.13
0.115
0.12
0.125
0.117
0.121
0.125
0.122
0.117
0.11

MAE
0.095
0.097
0.092
0.089
0.086
0.085
0.091
0.09
0.154
0.092
0.085
0.085
0.085
0.093
0.096
0.088
0.098
0.086
0.09
0.097
0.088
0.093
0.098
0.097
0.09
0.081

Table 4 – The table shows the Root Mean Squared Error (RMSE) and Mean Absolute Error (MAE), multiplied
by 100, for forecasting the Inflation (CPI) series. The out-of-sample period is 1990/01 − 2019/12 and a
rolling window was used. The best performing method in each case is indicated in bold and the models
excluded from the Superior Set of Models generated by the Model Confidence Set are shown in red.

et al. (2020)). For the sake of completeness, we also performed a forecasting exercise for
inflation with this target variable definition. The results are presented in table 5.
In general, the results suggest that the statistical learning methods dominated the
time series models in almost all horizons and in both evaluation metrics. In particular,
the Random Forest seems to be the model with the best predictive performance in almost
all forecasting horizons. The penalized regression models with hyperparameter tuning via
BIC also performing almost as well as the Random Forest in some horizons. Again, the
Forecast Combination method performed well in all forecasting horizons, with predictive
performance close to the best model in all scenarios.
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Figure 7 – Hyperparameter Tuning via Information Criteria and Cross-Validation for penalized regression models.
Target variable is the Inflation (CPI) series.

5.4 Interest Rate Spread
General Remarks
The 10-year Treasury Constant Maturity Minus Federal Funds Rate series is shown
in figure 8 and the results obtained in the forecasting exercise are shown in table 6. For
short-term forecasts (one and three months), the LASSO with predetermined variables
was the best model in terms of both evaluation metrics, with the Forecast Combination
method also performing well. For six-months-ahead forecasts, the Forecast Combination
was the best method in terms of RMSE while the Targeted Factor(AIC) model was the
best in terms of MAE. For the horizon of nine months, the Targeted Factor outperformed
the other models both in RMSE (BIC) and MAE (AIC) terms. The Random Forest also
performed well in this case. In the twelve months horizon, the Ridge Regression (CV) was
the best model in RMSE terms, while the standard Dynamic Factor Model (AIC) was the
best in MAE terms. The Random Forest and the standard Dynamic Factor model also
had a good predictive performance regarding RMSE.
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Models

h=1

h=3

h=6

h=9

AR (AIC)
AR (BIC)
ARMA (AIC)
ARMA (BIC)
DFM (AIC)
DFM (BIC)
Targeted DFM (AIC)
Targeted DFM (BIC)
Mean
Naive (RW)
Ridge Regression (BIC)
Ridge Regression (CV)
LASSO (BIC)
LASSO (AICc)
LASSO (CV)
LASSO - predeterm. (BIC)
LASSO - predeterm. (CV)
Elastic Net (BIC)
Elastic Net (AICc)
Elastic Net (CV)
Adaptive LASSO (BIC)
Adaptive LASSO (AICc)
Adaptive LASSO (CV)
Random Forest
Complete Subset Regression
Combination (Median)

RMSE MAE
0.244 0.168
0.249 0.174
0.242 0.164
0.242 0.164
0.241 0.166
0.236 0.163
0.241
0.17
0.241 0.168
0.295 0.218
0.278 0.196
0.249 0.169
0.249 0.169
0.229 0.158
0.334
0.17
0.271 0.163
0.234 0.162
0.365 0.171
0.229 0.158
0.306 0.166
0.3
0.167
0.232 0.159
0.314
0.17
0.285 0.166
0.235
0.16
0.227 0.156
0.231 0.159

RMSE MAE
0.278 0.183
0.276 0.182
0.274 0.178
0.272 0.177
0.284 0.189
0.282 0.185
0.281 0.188
0.282 0.186
0.296 0.218
0.366 0.247
0.282 0.188
0.271 0.182
0.265 0.178
0.269 0.181
0.267
0.18
0.277 0.182
0.272 0.182
0.264 0.177
0.278 0.189
0.267 0.179
0.265 0.178
0.272 0.184
0.269 0.182
0.264 0.177
0.268
0.18
0.267 0.175

RMSE MAE
0.267
0.18
0.269
0.18
0.27
0.176
0.269 0.177
0.283 0.184
0.268 0.178
0.283 0.188
0.281 0.187
0.296 0.219
0.366 0.242
0.299 0.194
0.272
0.18
0.264 0.175
0.277 0.184
0.264 0.176
0.271 0.181
0.268 0.178
0.264 0.178
0.293 0.202
0.263 0.175
0.266 0.177
0.273 0.182
0.264 0.175
0.262 0.178
0.275 0.181
0.267 0.176

RMSE MAE
0.266 0.184
0.27
0.184
0.269 0.181
0.269 0.182
0.269 0.185
0.272 0.183
0.27
0.188
0.27
0.188
0.297
0.22
0.36
0.242
0.298 0.199
0.277 0.184
0.266 0.182
0.269 0.188
0.262 0.179
0.266 0.181
0.266 0.182
0.267 0.186
0.295 0.211
0.263
0.18
0.264 0.178
0.269 0.187
0.265 0.181
0.26
0.179
0.273
0.19
0.263 0.178

h = 12
RMSE
0.277
0.284
0.279
0.282
0.268
0.273
0.279
0.28
0.298
0.381
0.288
0.268
0.277
0.284
0.274
0.287
0.275
0.277
0.357
0.272
0.274
0.284
0.275
0.266
0.274
0.269

MAE
0.197
0.202
0.189
0.193
0.183
0.187
0.197
0.198
0.221
0.262
0.197
0.185
0.195
0.197
0.19
0.201
0.191
0.196
0.242
0.188
0.189
0.199
0.192
0.186
0.187
0.184

Table 5 – The table shows the Root Mean Squared Error (RMSE) and Mean Absolute Error (MAE), multiplied
by 100, for forecasting the Inflation (CPI) series using as target variable the monthly growth rate h
periods-ahead. The out-of-sample period is 1990/01 − 2019/12 and a rolling window was used. The best
performing method in each case is indicated in bold and the models excluded from the Superior Set of
Models generated by the Model Confidence Set are shown in red.

Hyperparameter Tuning
In the traditional time series class of models, there is no clear pattern indicating if
either the AIC or the BIC is associated with lower forecast errors. The AR model with the
use of BIC for lag length selection tended to generate somewhat smaller forecast errors.
For the standard and targeted Factor Models there is no evident pattern; in some horizons
the use of AIC produce lower errors but in others the best choice was the BIC.
Regarding the choice of information criteria and cross-validation for hyperparameter
tuning, figure 9 shows the relative performance, in RMSE terms, of these tuning methods
for the sparsity-inducing penalized regression models. For the LASSO, the BIC was the
best criterion for all horizons, although the difference in performance is small. For the
Adaptive LASSO, CV generated the largest errors on average, although again the difference
is small in most horizons. For the Elastic Net all methods had a very similar performance
with no clear pattern along the forecast horizons. The Ridge Regression was the exception
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to the pattern observed in the other penalized regression models. The use of CV in this
case generated significant smaller forecast errors than the use of the BIC, for all forecast
horizons and for both RMSE and MAE.
Model Confidence Set
Similarly to the case of Inflation, the Model Confidence Set procedure generated
smaller and more informative final set of models when compared to the Industrial Production and Employment applications. For one-month-ahead forecasts, the MCS procedure
excluded a significant number of models, including almost all the statistical learning
methods and the Targeted Factor models. For three and six months, most statistical
learning methods (with the exception of the Adaptive LASSO) and the standard Factor Model were not excluded from the superior set. For medium and long horizons, the
univariate methods tended to be excluded consistently. The Adaptive LASSO was one
of the worst performing models, being excluded in all forecasting horizons. The LASSO
with pre-determined variables and the Forecast Combination, which were among the best
models in some of the horizons, were never excluded from the final set of superior models.

Figure 8 – 10-Year Treasury Constant Maturity Minus Federal Funds Rate series. The red line indicates the
beginning of the out-of-sample period (test set)
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Models

h=1

h=3

h=6

h=9

AR (AIC)
AR (BIC)
ARMA (AIC)
ARMA (BIC)
DFM (AIC)
DFM (BIC)
Targeted DFM (AIC)
Targeted DFM (BIC)
Mean
Naive (RW)
Ridge Regression (BIC)
Ridge Regression (CV)
LASSO (BIC)
LASSO (AICc)
LASSO (CV)
LASSO - predeterm. (BIC)
LASSO - predeterm. (CV)
Elastic Net (BIC)
Elastic Net (AICc)
Elastic Net (CV)
Adaptive LASSO (BIC)
Adaptive LASSO (AICc)
Adaptive LASSO (CV)
Random Forest
Complete Subset Regression
Combination (Median)

RMSE MAE
0.258
0.2
0.256 0.198
0.265 0.204
0.263 0.201
0.291 0.213
0.256 0.198
0.286 0.214
0.279 0.209
1.381 1.115
0.256 0.195
1.321 1.075
0.721 0.578
0.271 0.209
0.295 0.223
0.275
0.21
0.244 0.187
0.251 0.192
0.292 0.223
0.306
0.23
0.298 0.224
0.359 0.279
0.359 0.279
0.371 0.288
0.337 0.262
0.31
0.233
0.251 0.191

RMSE MAE
0.574 0.454
0.565 0.446
0.606 0.473
0.606 0.467
0.671 0.471
0.608 0.464
0.628 0.479
0.641 0.494
1.388 1.122
0.527 0.408
1.319 1.075
0.787 0.638
0.564 0.449
0.594
0.45
0.585 0.449
0.519 0.406
0.527 0.405
0.596 0.475
0.592 0.455
0.609 0.462
0.901 0.699
0.906 0.701
0.94
0.722
0.572 0.459
0.597
0.47
0.538 0.424

RMSE MAE
0.855 0.698
0.846
0.69
0.908 0.722
0.947 0.744
0.809 0.635
0.803 0.644
0.805 0.623
0.805 0.635
1.399
1.13
0.818 0.642
1.319 1.076
0.894 0.715
0.793 0.647
0.849 0.642
0.829 0.643
0.787 0.625
0.834 0.652
0.795 0.655
0.838
0.64
0.822 0.641
1.14
0.955
1.141 0.959
1.154
0.97
0.813 0.668
0.832 0.652
0.781 0.631

RMSE MAE
1.041 0.859
1.041 0.859
1.121 0.902
1.189
0.94
0.921
0.73
0.963 0.765
0.919 0.718
0.905 0.723
1.408 1.137
1.059 0.846
1.315 1.072
0.947 0.761
0.98
0.798
1.024 0.765
1.053 0.808
0.932 0.754
0.94
0.731
1.045 0.849
0.982 0.755
1.026 0.789
1.155 0.974
1.154 0.971
1.241 1.019
0.921 0.777
0.983 0.766
0.944 0.779

h = 12
RMSE
1.232
1.205
1.298
1.37
1.048
1.05
1.115
1.112
1.416
1.267
1.309
1.026
1.123
1.192
1.193
1.08
1.113
1.124
1.159
1.168
1.201
1.207
1.233
1.03
1.086
1.078

MAE
1.024
0.995
1.039
1.067
0.815
0.824
0.869
0.889
1.143
1.011
1.064
0.841
0.904
0.947
0.949
0.869
0.858
0.907
0.928
0.927
0.992
0.994
0.985
0.871
0.86
0.876

Table 6 – The table shows the Root Mean Squared Error (RMSE) and Mean Absolute Error (MAE) for forecasting
the 10-year Treasury Constant Maturity Minus Federal Funds Rate series. The out-of-sample period is
1990/01 − 2019/12 and a rolling window was used. The best performing method in each case is indicated
in bold and the models excluded from the Superior Set of Models generated by the Model Confidence
Set are shown in red.
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Figure 9 – Hyperparameter Tuning via Information Criteria and Cross-Validation for penalized regression models.
Target variable is the Interest Rate Spread series.
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6 Conclusion
In this work, we compared the predictive performance of statistical learning and
time series econometrics models in an extensive out-of-sample forecasting exercise. By
considering variables from different sectors of the economy, a range of forecast horizons,
and a large out-of-sample period, we aimed to evaluate these methods in different scenarios
and to check if some types of models systematically outperform the others. Although our
coverage of statistical learning methods is not exhaustive, we used some of the most common
methods, linear and nonlinear, applied in the literature on macroeconomic forecasting. We
paid special attention to the process of hyperparameter tuning, an essential task in the
application of machine learning methods and a complicated process to perform in a time
series framework.
As expected, no model dominates all others across variables and forecasting horizons.
While statistical learning methods proved to be a valuable addition to the forecasters’
toolkit, the traditional time series models turned out to be quite competitive in a number
of forecasting exercises. In general, the gains from using machine learning methods are
larger in the case of forecasting inflation and the interest rate spread. For inflation, in
particular, the time series models were systematically outperformed by the statistical
learning methods in all forecasting horizons. In the Industrial Production and Number
of Employees series, time series models were more competitive in general, and in fact for
the Number of Employees series they consistently outperformed the statistical learning
methods in all forecasting horizons. The combination of forecasts from time series and
statistical learning models deserves attention since it generated remarkably robust forecasts
for almost all variables and forecast horizons considered.
Most machine learning methods require a choice of one or more hyperparameters,
and this choice seems to affect the forecasting performance of these models. Even though
K-fold cross-validation is not theoretically appropriate for time series in general, the
predictive performance of the penalized regression models with hyperparameters chosen by
this method is relatively similar to the one obtained with the use of information criteria
in a number of cases. However, in some applications we still were able to obtain smaller
average errors using information criteria, therefore, unlike Coulombe et al. (2022) and
Goulet Coulombe et al. (2021), we do not fully endorse the use of standard cross-validation
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alone in the time series case.
In terms of formal statistical tests of predictive ability, we used the Model Confidence
Set of Hansen et al. (2011) to perform a comparison between many models at the same
time. In the case of industrial production and the number of employees series, the final set
of models obtained was notably large, with only a few models being excluded from the
superior set in each horizon. This is not uncommon, as noted by Smeekes and Wijler (2018),
and it can happen when the forecast errors in some series have large variances, which in
turn prevents the procedure from rejecting the null hypothesis of equal predictive ability.
Also, for these two variables the final set of superior models appeared to be sensitive to
the block length of the moving bootstrap, which as Hansen et al. (2011) mentions, is hard
to estimate in the case of many competing models. In the case of inflation and the interest
rate spread, the Model Confidence Set procedure was able to generate a smaller and more
informative final set of models. In the inflation case, the time series models tended to
be excluded from the final set more times across different horizons than the statistical
learning methods, while in the interest rate case only the LASSO with predetermined
variables, the standard Factor Model, and the Forecast Combination method were not
excluded from the final set in any of the horizons considered.
For future works, a number of different aspects could be considered. First, this same
analysis could be done for more series and in different countries, as it is well known that the
same type of variable in different countries can have significantly different characteristics.
Goulet Coulombe et al. (2021) and Fortin-Gagnon et al. (2021) started the important
task of constructing large databases similar to the FRED-MD of McCracken and Ng
(2016) for the United Kingdom and Canada respectively. Second, additional important
models could be considered in the forecasting exercises. In the class of time series methods,
large Bayesian Vector Autoregressions and the General-to-specific (GETS) methodology
could represent valuable additions to the set of models considered in the applications.
For the statistical learning class of models, Neural Networks could be added in order
to expand the nonlinear specifications. Third, for hyperparameter tuning the method of
block cross-validation could also be used in the applications. Fourth, statistical tests that
jointly consider forecasts for multiple horizons could be implemented. Tests such as the
multi-horizon procedure of Quaedvlieg (2021) can be used to evaluate the complete path
of multiple steps ahead forecasts instead of comparing models at each horizon separately.
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