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Abstract

This paper examines correction of misattribution bias in the context of retrospective voting.
We first report observational evidence from Brazil and Ecuador that is compatible with the
existence of misattribution bias (i.e. attribution of economic outcomes caused by exogenous
factors to presidents’ competence). (Hemisphere 2018)We then conduct survey-experiments in
both countries, in which we assess whether the provision of information about relative economic
performance or about the occurrence of commodity shocks influence respondents’ assessment
of presidents’ competence. Results reveal that information has a small yet very consistent
effect, across experimental designs and countries, which is nonetheless restricted to sophisticated
voters—those that understand the appropriate normative rules of inference. For those that do
not know these rules, new information is irrelevant. These results imply that misattribution
bias is not driven solely by lack of information, but also by cognitive limitations to process the
information that is available.
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The economic vote can work as a mechanism of democratic accountability as long as voters are

capable of correctly assigning responsibility for economic performance, punishing and rewarding

incumbents for outcomes they can actually influence. With countries progressively more integrated,

this entails recognizing and discounting factors that impact domestic economies but are beyond

government control.

Retrospective voting theorists model this as a signal extraction problem, in which citizens learn

about government competence by observing their country’s economy over time, and comparing it to

others that experience common shocks (Duch & Stevenson 2008). Benchmarking, as it goes, allows

voters to identify these shocks and, based on their impact, infer the strength of the competency

signal — i.e. how much information about incumbent competence they can extract from observed

economic performance.

It follows that, in economies not exposed to fluctuations caused by exogenous shocks, changes in

economic performance can be more confidently attributed to policymaking. A conceivably strong

competence signal makes it rational for citizens to cast an economic vote in those countries (Duch &

Stevenson 2010). The opposite happens in economies highly subject to volatile external shocks, as

it is the case of those overly dependent on natural resources (Aguiar & Gopinath 2004, Reinhart,

Reinhart & Trebesch 2016). Economic performance, in those nations, hinges on factors — like

commodity prices fluctuations — that are beyond government control, and is therefore only weakly

related to incumbent competence. Under these circumstances, rational choice models posit that

citizens should not cast an economic vote; in case they do, they risk selecting incumbents based

on chance rather than on competence.

Empirical studies on developed democracies document voting behavior that is consistent with

theoretical expectations. Scholars contend that individuals benchmark their country’s economic

performance (Ebeid & Rodden 2005, Kayser & Peress 2012), and are less likely to cast an economic

vote when the competency signal is weak (Duch & Stevenson 2008, Duch & Stevenson 2010). In

contrast with these findings, recent research reveals that in developing democracies voters respond

less to relative performance (Leigh 2009, Aytaç 2018), and exogenous factors like commodity price

shocks (Campello & Zucco Jr. 2016, Novaes & Schiumerini 2015, Monteiro & Ferraz 2014) or

remittances (Ahmed 2017, Tertytchnaya, De Vries, Solaz & Doyle 2017) largely determine support

for the government. What could possibly explain these diverging results?

The retrospective voting literature suggests that the misattribution of responsibility for eco-
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nomic performance is a problem of information acquisition. Low levels of education and access to

media (Leigh 2009, Aytaç 2018), as well as inward-looking development strategies and limited po-

litical and economic integration (Campello & Zucco Jr. 2016), may all contribute to restrict voters’

exposure to information about other relevant economies. This, in turn, should prevent them from

identifying and discounting common shocks. If this reasoning is correct, the provision of relevant

information should contribute to reduce misattribution bias in predictable ways.

We further consider the possibility that bias also reflects voter cognitive limitations — the

failure to know or apply the normative rules of inference needed to process pertinent information

(Wilson & Brekke 1994, Gomez & Wilson 2001). In this case, we follow scholarly work that

associates sophisticates with the capacity to better process information (Sniderman, Brody &

Tetlock 1991, Lau & Redlawsk 2001) to hypothesize that sophistication should moderate the effects

of information on bias correction.

Our paper tests these hypotheses in survey experiments conducted in Brazil and in Ecuador,

countries that span extreme levels of regional dependence on commodity exports. The first is a

relatively closed and more complex economy that relies on a diverse basket of commodity exports,

in which the media and politicians do not typically portray the country as commodity-dependent.

The latter, in contrast, is a small open economy where the dependence on a single commodity (i.e.

oil) is widely acknowledged. With this choice, we expect to cover a broad range of variation in

voters’ awareness about exogenous economic shocks. Our reasoning and results, therefore, should

be applicable to other developing democracies that are vulnerable to commodity shocks.

After providing macro-level observational evidence that reinforces recent accounts of misattribu-

tion bias in both countries and discussing its implications, we present experimental studies aimed

at testing two mechanisms that, according to the literature, should enable citizens to discount

common shocks and appropriately assign responsibility for economic outcomes.

The first experiment (Study #1) provides respondents with information about their country’s

economic performance relative to others, and observes whether this information is used as a proxy

for government competence. In the second experiment (Study #2), we inform respondents directly

about the economic impact of exogenous shocks, and observe whether they discount this infor-

mation (“luck”) when assessing government competence. To discern heterogenous effects between

sophisticated and naive voters, we include alternative measures of sophistication—i.e. traditional

political knowledge queries, as well as more direct questions that capture specific knowledge re-
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quired to process the information provided in the treatment (Lupia 2008).

Results reveal that information — be it about relative performance or exogenous price shocks

— has a surprisingly consistent effect, which is observed across countries and different experimental

designs, but is nonetheless restricted to sophisticated respondents. The size of this effect is small,

but within expectations bearing in mind that (1) ours is a one-time treatment that attempts to

reproduce learning that really occurs over time, and (2) de-biasing is a far more difficult endeavor

than preventing biases from forming (Wilson & Brekke 1994).

Ultimately, our findings suggest that voter misattribution is more than a (simpler) matter of

information acquisition, also stemming from voter cognitive limitations. As such, they reinforce

Huber, Hill & Lenz’s (2012) conclusion that policies that clarify incumbent responsibility or provide

distinct signals may not necessarily improve citizens’ judgments, or in our cases contribute to

reduce voter misattribution bias. Rather, we consider initiatives that limit individuals’ exposure

to conditions that produce bias in the first place, such as counter-cyclical fiscal rules designed to

cushion the effect of exogenous shocks, to hold more promise. By strengthening the competency

signal, these rules could potentially boost the quality of the economic vote as a mechanism to select

the most competent incumbents, without making additional demands from the average voter.

1 Misattribution of Responsibility for Economic Performance

Citizens’ capacity to evaluate and sanction elected politicians is a central yet controversial topic in

the study of democracy. Whereas scholars from the Michigan school assert voters’ lack of knowledge

about political matters and want of a coherent ideological structure (Campbell, Converse, Miller

& Stokes 1960, Converse 1969), the retrospective voting literature offers a more optimistic stance,

contending that voters are capable of selecting the most competent leaders through the use of

heuristics1 — short cuts and rules of thumb that simplify decision making under limited cognitive

capacity (Ferejohn 1986, Fearon 1999, Torsten, Roland & Tabellini 1997, Canes-Wrone, Herron &

Shotts 2001).

Evidence that shortcuts and other strategies of simplification not rarely lead to systematic

biases, however, points to the importance of establishing how and when voters use heuristics,

and the extent to which they help or hurt (Redlawsk & Lau 2013). Notwithstanding the fact that

1We follow Redlawsk & Lau’s (2013) definition of decision rules as strategies that employ all available information,
and decision heuristics as those that ignore some information.
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voters sometimes — but not always — make mistakes when observing economic outcomes, assigning

responsibility for them, and deciding to punish or reward incumbents accordingly, these mistakes

only matter as long as they distort the incentives for good policymaking (Healy & Malhotra 2013).

Students of clarity of responsibility have largely examined how institutions influence voter

capacity to correctly assign responsibility for economic policymaking (Powell & Whitten 1993, Duch

& Stevenson 2006, Anderson 2000, Anderson 2006, Hobolt, Tilley & Banducci 2013). Even if

responsibility is clear, however, voters still need to distinguish and discount economic performance

that does not result from policymaking. In case they fail to do so — over-attributing responsibility

to presidents, for instance — they risk punishing and rewarding incumbents for outcomes beyond

their control. By breaking the linkage between incumbent action and electoral reward, this so-

called “misattribution bias” distorts the welfare enhancing incentives anticipated by economic

voting theories, and limits the role of the economic vote as a mechanism to promote accountability.

1.1 Identifying and discounting exogenous shocks

Retrospective voting theories model voters’ problem as one of signal extraction, in which economic

growth is a function of a natural rate plus unanticipated shocks that are caused either by incum-

bent competence and/or by an exogenous element (Alesina & Rosenthal 1995). In these models,

voters cannot directly distinguish the components of shocks; by learning the variance of exogenous

disturbances over time, however, they can assess the strength of the competence signal — how

much information about competence is contained in economic performance.

Whereas most models assume that voters know the distribution of exogenous shocks (Scheve

2000, Duch & Stevenson 2008, Duch & Stevenson 2010, Achen & Bartels 2016), empirical work sug-

gests they learn it by observing and comparing economic outcomes across countries and over time.

Duch & Stevenson (2010), for instance, examine public opinion surveys in Europe and find that

citizens are attentive to fluctuations in economic aggregates, and such fluctuations condition the

economic vote as predicted. Open economies, in which performance more closely follows regional

trends, are less conducive to economic voting. Along the same lines, Ebeid & Rodden (2005) ob-

serve that the connection between macroeconomic performance and support for governors is weaker

in U.S. states whose economies are based on natural resources and farming than elsewhere in the

country. Kayser & Peress (2012) offer additional evidence that voters discount common shocks, by

showing that they punish and reward incumbents based on their country’s relative performance,
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captured by deviations from regional and world benchmarks.

Nevertheless, the same factors that may explain Europeans’ exposure to information that allows

them to benchmark against neighboring economies—regional integration, citizen mobility, high

access to media — convey that benchmarking should be less common in countries where this

information is scarce. This hypothesis is consistent with recent empirical work comparing developed

and less developed regions; examining a large sample of elections worldwide, Leigh (2009) concludes

that education and access to the media increase the prospects that the economic vote rewards

competence, rather than luck. Aytaç (2018) also observes that voters only respond to relative

performance in countries with highly educated electorates, which he conjectures are more exposed

to information about global economic outcomes.

Without benchmarking, individuals cannot perceive the impact of exogenous shocks, and are

likely to attribute more responsibility to governments than they actually have over economic out-

comes. Evidence of that, Campello & Zucco Jr. (2016) find that presidential success is largely

explained by fluctuations in commodity prices and international interest rates, factors that influ-

ence economic performance but are unequivocally beyond leaders’ control. Novaes & Schiumerini

(2015) and Monteiro & Ferraz (2014), moreover, document similar evidence of misattribution in

the election of mayors in Brazilian municipalities. These finds are also compatible with Latino-

barómetro survey results that reveal that economic policies of the government are by far the most

cited determinant of economic performance in the region,2

Following up on this literature, the next section provides further evidence of voter misattri-

bution bias in Brazil and in Ecuador, two countries that span the range of possibilities for being

a commodity dependent country. Brazil is a relatively closed economy and, although primarily a

commodity exporter, is dependent on a varied basked of goods. Ecuador, conversely, is a more

open economy largely dependent oil exports.3

2The Latinobarometer 2002 and 2003 surveys ask: ‘Given the economic problems in [country], from the following
list of institutions and actors, which do you think are responsible?’. The question is open and respondents may chose
as many factors as they prefer, among: Govt.’s economic policy, lack of entrepreneurial initiative, lack of individual
initiative, lack of domestic goods, the banks, IMF, WTO and globalization. In all cases, economic policies are cited
more than twice as frequently as the second factor, which varied per country.

3Data for 2015 from the World Bank’s World Development Indicators shows that trade relative to GDP stands
at 45% in Ecuador and 27% in Brazil. In Ecuador, furthermore, oil accounts for close to half of export earnings, and
more than one third of government revenues.
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2 Misattribution Bias in Brazil and in Ecuador

We start by examining whether observed fluctuations in presidential popularity in Brazil and

Ecuador are compatible with voter misattribution of responsibility for the economy. Our rationale

is straightforward. To avoid misattribution, voters should discount exogenous conditions, and only

evaluate governments by their added contribution to performance. If voters behave this way, it

follows that the conditions of the international economy should have no influence on presidential

support. If, on the other hand, we find that there is a strong association between exogenous

conditions and presidential evaluation, it means that voters are misattributing the effects of these

conditions to the government. This interpretation is true, as we discuss below, unless government’s

contribution is always positive when good economic times hit, and always negative when bad

economic times hit — an unlikely assumption.

To this end, we follow work by Campello & Zucco Jr. (2016) that has identified international

economic factors that are exogenous to president’s decision but consequential for the performance

of countries in South America. The authors combine an international commodity price composite

index and interest rates of U.S. 10-year Treasury Bonds to produce a summary measure they

denominate the “Good Economic Times” (GET) index. The GET index captures how benign the

world economy is for countries that export commodities and import capital, as is the case of both

Brazil and Ecuador; it has been shown to influence domestic macroeconomic outcomes like GDP

growth, inflation and unemployment.

In order to examine the impact of the GET index on presidential success, we assembled hun-

dreds of observations of presidential popularity in both countries, from several different pollsters.

Following recent work on comparative popularity of Latin American presidents (Carlin, Love &

Mart́ınez-Gallardo 2015), we combine these data using WCALC to obtain smoothed and harmo-

nized monthly observations of latent popularity for both countries (Stimson 1998).4 Although data

are available from 1988 to 2016 for Brazil and through 2015 for Ecuador, we restrict our analy-

sis to the period up to December 2013 to avoid dealing with the highly unusual period of mass

protests and political crisis in Brazil.5 We provide details on the data and extended results in the

4We used the extract() function, which is an implementation of WCALC for R.
5In 2014, the popularity of Brazilian president Dilma plummeted and remained extremely low as the political

crisis that ultimately led to her impeachment progressed. In the Supplemental Information, we show that with the
inclusion of a simple dummy indicator for “political crisis” the fit is almost identical to the one discussed here. As
the political crisis is not our topic in this paper, we opted to concentrate on the simpler model in the slightly shorter
timespan.
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Supplemental Information.

2.1 Analysis

The simplest way in which to analyze the data is to regress president’s popularity on the GET

index of the previous month. In this setup, variation in GET accounts for over 60% in the variation

of the popularity of presidents in both countries. A slightly more involved model, incorporating

honeymoon effects with the inclusion of a counter variable for the number of months in office as

well as this value squared, further improves the fit to R2 = 0.65 in both countries. These, of course,

are purely illustrative models, as they ignore serial autocrrelation in the data. Suffice it to say

that the residuals these regressions mentioned here exhibit time structures suggestive of first order

auto-correlation, although non-stationarity does not seem to be a problem.

In order to determine the most appropriate time series model with which to examine our data,

we employed a mix of theoretical and empirical criteria. An initial important point is that the

exogeneity of our independent variables allows us to ignore feedback and reciprocal causation,

which simplifies the analysis considerably.

As for the data generating process, it is plausible to suppose that current presidential approval

is a function of past presidential approval, modified by new information on the performance of the

economy (Keele & Kelly 2006). More specifically, we know that popularity and the GET index

covary in the long run, so we posit that for each value of GET there exists an equilibrium level of

popularity. Changes in GET should disrupt levels of popularity, but not vice-versa. Therefore, if

there is a one-time change in the levels of GET, popularity should move, but adjust to new levels

after some time. Political shocks other than changes in GET might affect levels of popularity, but

cannot lead to changes in GET.

The autoregressive distributed lag (ADL) model is, therefore, ideal for our present purposes as

it allows us to examine both short term effects of the independent variable and also how these effects

propagate and compound over time. The ADL models include lags of the dependent variable as well

as contemporaneous values of the independent variable and its lags. These models are equivalent to

error correction models (ECM) and are ideally suited to examine long term equilibrium relationship

between variables. Although originally developed for cointegratation, these models are applicable

to dynamic processes with or without cointegration (De Boef & Keele 2008). They are general

cases of the Lag-DV model that allow for flexible parameterizations of the lag structure, and can
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typically be estimated by OLS (Davidson & MacKinnon 1993, De Boef & Keele 2008).

That said, our theoretical expectations are simply not well defined enough to inform us a priori

how quickly popularity responds to GET, or how long the effects of shocks to GET take to dissipate.

For this reason, we rely on empirical criteria to choose the appropriate lag structure within a set

of reasonable ADL models. We follow De Boef & Keele’s (2008) suggestion to begin with a fairly

generic model and gradually impose restrictions. More specifically, we began with the following

ADL model with two lags of the dependent variable and two of the independent variables, which

we refer to as ADL(2,2):

Pt = α0 + α1Pt−1 + α2Pt−2 + β0GETt + β1GETt−1 + β2GETt−2 + γ1Tt + γ2T
2
t + εt (1)

in which P are current and lagged values of popularity, GET are current and lagged values of the

GET index, and T is a counter for time in office (and its squared term), to absorb cycles akin

to seasonal effects. We then work our way to the simplest, most restricted model that generates

white noise residuals.6 In both cases, our objective criteria indicated that the ADL(2,0) model was

the most appropriate in both countries (i.e. two lags of the dependent variable but no lags of the

independent variable). As we report in the Supplemental Information, however, the substantive

interpretations derived from estimating other ADL models in each country are essentially identical

to the ones presented below.

2.2 Results

We report the estimated coefficients for ADL(2,0) models for both countries, in Table 1. We note,

as a preliminary point, that in both countries there is a “popularity cycle” whereby president’s

popularity falls in the beginning of the term and increases at the end, though this cycle is more

pronounced in Brazil than in Ecuador.

The point estimates on the GET index are positive and statistically significant in both countries,

but larger in Ecuador. The coefficients in these dynamic models do not convey substantive effects

as they only reflect immediate changes on the outcome variable and the total effect of GET on

popularity is propagated through the lag structure in each case. For this reason, the dynamics

6We picked the model with the lowest BIC among those for which the F-test failed to reject the null that
higher order lags were different than zero, and whose residual passed several diagnostic tests for stationarity and
autocorrelation. We provide graphical and analytical diagnostics of all less restricted models in the Supplemental
Information.
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Table 1: Selected Models for Brazil and Ecuador

Brazil Ecuador
ADL(2,0) ADL(2,0)

GET 1.371 2.130
(S.E.) (0.447) (0.736)
P-value 0.002 0.004
Lag Popularity (1 month) 0.9830 0.957

(0.057) (0.058)
<0.001 <0.001

Lag Popularity (2 months) -0.105 -0.083
(0.057) (0.058)
0.066 0.155

Months in Term -0.089 -0.058
(0.037) (0.056)
0.016 0.299

Months in Term2 0.001 0.001
(0.000) (0.001)
0.009 0.257

Intercept 4.525 5.808
(1.099) (1.602)
<0.001 <0.001

N (Months) 312 304
R2 0.927 0.920

Residuals Diagnostics

Unit Root Tests
Phillips-Perron p-value 0.010 0.010
McKinnon’s p-value <0.001 <0.001
ADF p-value 0.010 0.010

Serial Correlation Tests
Breusch–Godfrey p-value 0.886 0.743
Durb-Watson p-value 0.617 0.809
Ljung-Box p-value 0.786 0.999

Restrictions F-test p-value 0.341 0.844

The dependent variable is Popularity. GET is the “Good Economic Times Index”, see text for definition.
Months in Term is simply a counter for months passed since the start of the term. F-tests are tests of the valid-
ity of the restrictions imposed on an ADL(2,2) model. See text for details of the residual diagnostics tests.
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implied by these models are better understood by studying the values to which popularity converges

after changes in our exogenous independent variable, and the length of time that it takes for such

convergence to occur. These quantities of interest are estimated through unit-response functions,

which we depict in Figure 1. Figure 1 shows the effect on popularity of a one time one unit
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Figure 1: Unit Response Functions

Figure shows changes in presidents’ popularity over a period of 18 months following a unit change in GET. Compu-
tations are based on models in reported in Table 1. See text for details.

change in the GET index occurring at t = 0 in the 18 months that follow, as well as bootstrapped

confidence intervals about the estimates. In Brazil, the effect of a unit change in GET reaches 9.3

percentage points after 12 months, and eventually converges to a cumulative increase in popularity

of 11.2 percentage points. In Ecuador the effects are even more pronounced, converging to 16.9

percentage points. In both cases, the median lag is 5 months. This means that half of the

adjustment in popularity that occurs following a change in GET happens within five months of

the shock. If there were no further chances in GET, the two series would be again in equilibrium

after a little more than year.

These are substantial changes in popularity for plausible changes in GET. Given its standardized

scale, a unit change is equivalent to a change in one standard deviation of the GET index, whereas

the equilibrium effect is equivalent to 0.7 standard deviations in popularity of Brazilian presidents

and 0.8 of Ecuadoran presidents. Although a one standard deviation change in GET is unlikely

to happen instantly, monthly changes of a third of standard deviation have been observed, and
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GET has varied more than half a standard deviation over a two month period in some occasions.

Such changes would still lead to very substantive shifts in popularity, caused by factors that are

unequivocally exogenous to governments’ control. As we explain in detail next, this evidence is

compatible with a misattribution bias on the part of voters.

2.3 Discussion

Scholars have long shown the electoral impact of random events such as such as droughts and

shark attacks (Achen & Bartels 2016), college games (Healy & Malhotra 2010), or the loss of

family members (Liberini, Redoano & Proto 2017), suggesting that subjective well-being has an

effect on voting decisions.

The effect of exogenous factors illustrated in the previous section can, in many ways, be com-

pared to those events. The impact of commodity shocks are nonetheless harder to disentangle

from that of policy choices, and therefore harder to discount, than the well-being produced by

the results of college games, because the former do have an impact on incumbent observed perfor-

mance. Voters in Brazil, Ecuador and other mostly developing countries experience real welfare

gains when commodity prices are high, and it is likely that this effect is at least partly influenced

by the way governments manage the boom. Similarly, voters also suffer the losses associated with

an externally-induced crisis, which can be worsened or cushioned by government decisions.

In this sense, one common objection to our interpretation of the results is that voters might be

responding not to the impact of the exogenous conditions on the domestic economy, but rather to

the way governments handle and respond to these conditions. This criticism is inspired by similar

discussions that rage in the literature examining how natural disasters affect (or not) evaluations of

government (Malhotra & Kuo 2008, Healy & Malhotra 2010, Gasper & Reeves 2011, Cole, Healy &

Werker 2012). Against arguments such as those made by Achen & Bartels (2006), for whom voters

punish incumbents for natural events, some have argued that voters are in fact using disasters

as opportunities to observe incumbent quality by assessing governments’ responses (Ashworth,

Bueno de Mesquita & Friedenberg 2017).

This objection, in our case, can only be made if one overlooks important structural differences

between the empirical setup generated by the study of random natural events and that of changing

exogenous economic conditions. On the one hand natural events are visible, discrete, and strictly

negative shocks, while in our cases we have constantly changing conditions that can be both positive
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or negative.

These differences are deeply consequential. In the case of natural disasters, misattribution on

the part of voters can only mean than government support (or electoral success) must be negatively

affected by the event. Negative variations on support relative to the benchmark/expectation in

all cases are compatible with myopic retrospection. If, on the other hand, similar occurrences

sometimes generate negative effects and sometimes not, we might argue that voter are separating

the events from the response.

In our setup, if popularity did not vary with exogenous conditions, we would conclude that

voters are separating the exogenous conditions from government’s contributions to the outcomes.7

But, as we have shown, popularity strongly follows changes in exogenous conditions. In this

case, voters are either reacting to the shock, as is our interpretation, or we are in world in which

positive conditions coincide with competent government and negative conditions with incompetent

governments.

To put it clearly, if voters were able to separate the exogenous conditions from government

reactions and evaluate government based solely on their contributions to performance, as the

critique suggests, we would only see the strong association between popularity and exogenous

conditions that we see if there were more competent leaders in good times than in bad times. If,

as is more plausible, the competence of leaders is orthogonal to the exogenous conditions, then

voters would, on average, be faced with similar levels of competency in good and bad times.

Therefore, in this case, discounting economic conditions would lead to popularity rates that are

unrelated to those conditions.8 Occam’s razor supports our interpretation of the results, but so does

the sheer difficulty in assessing and separating exogenous economic conditions from government’s

contributions to economic performance.

2.4 Implications for Misattribution

Even though competent leaders will deliver better outcomes than incompetent ones, the background

conditions would have to be fixed, or at least comparable, for voters to be able to make this

comparison as evaluate leaders on their contribution to economic performance. These conditions,

7Another possibility is that the exogenous factors have no impact whatsoever on the outcome, but we ignore this
as GET has been shown to predict inflation, unemployment and growth (Campello & Zucco Jr. 2016).

8A third alternative would be that there are more competent leaders in bad times than in good times. The
implication would be that we should see higher popularity in bad times. The assumption is equally implausible as
the positive association between competence and exogenous conditions and the empirical predictions are completely
off.
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however, are far from fixed. Exogenous factors that influence Latin American economies are so

volatile that it is unlikely that competent incumbents deliver better outcomes in a crisis than

incompetent ones do during a boom. Therefore, simply comparing outcomes is not enough. If

voters do not identify and take these exogenous factors into consideration when assessing incumbent

competence — something our evidence suggests they do not — they will be mostly taking luck for

merit.

To illustrate this point, consider the case of Ecuadorean presidents Lucio Gutiérrez (2003–

2005) and Rafael Correa (2006–2017). Gutiérrez governed in years when international oil prices

oscillated between US$ 31 and 52 per barrel, whereas the oil price ranged from US$ 62 to 132 under

Correa. In a country highly dependent on oil exports, the fact that the lowest price under Correa

is still higher than the highest price under Gutiérrez, or that the highest price under Correa was

almost three times compared to the one observed under Gutiérrez indicates how hard it is to voters

(or to anyone, for that matter) to compare the competence of these presidents just by observing

economic outcomes. The same applies to the cases of Fernando Henrique Cardoso and Lula da

Silva in Brazil; whereas the former experienced a sequence of international financial crises and

low commodity prices, in particular in his second term, the latter governed over an unprecedented

boom and high international liquidity. Cardoso left office with a 35% popularity rating while Lula’s

was at 83% at the end of his second term. Regardless of one’s preferences towards the two leaders,

it is unlikely that this difference reflects each government’s own contributions to observed economic

outcomes.

Again, we do not ignore the possibility that part of the good economic performance in both

countries during the commodity boom derived from good policies advanced by Lula and Correa, or

that the losses associated with international crises might have been magnified by bad management

under Cardoso and Gutiérrez. Our main point, however, is that determining whether this is true

or not is very hard for the average voter. The evidence reviewed above suggests that the electorate

simply punishes presidents in bad times and rewards them in good times and that fluctuations in

exogenous factors are the drivers of voters’ assessments.

Finally, the impact of exogenous shocks on the evaluation of government does not necessarily

imply that individuals are acting irrationally, particularly in political systems in which additional

sources of information about incumbent’s competence are scarce and the economy is the only

shortcut available. As Redlawsk & Lau (2013) put it, the relevant question is not whether people
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are always or ever procedurally rational in their decision processes, but what they do when they

are not, and what effect it has on the quality of the decision that is reached.

Irrespective of the reasons underlying individual behavior, a vote based on economic outcomes

that are beyond incumbent control is not a satisfactory mechanism to select competent incumbents,

as it will often lead to the rejection of competent leaders that rule in bad times, and to the reelection

of incompetent leaders that govern during bad times. Arguably, this is not the vote individuals

would cast had they all the relevant information at their disposal (Dahl 1989); by breaking the

connection between competence and electoral success that is at the core of economic voting theories,

the behavior described should not produce the welfare enhancing incentives that these theories

anticipate. All this points to the desirability of correcting voter misattribution bias.

3 Correcting Misattribution Bias

Attempts to explore bias correction have only recently entered the political science agenda. Follow-

ing up on their findings that the results of college games influence voting in the U.S., and Schwarz

& Clore’s (1983) evidence that the effect of externally-induced mood on political judgments can

be eliminated when subjects are explicitly exposed to the irrelevant information, Healy, Malhotra

& Mo (2010) primed respondents into thinking about the results of the games before asking about

their support for the government. De-biasing efforts proved successful, as individuals effectively

discounted the well-being effect of games when assessing approval to the incumbent government.

The authors conclude that personal well-being may influence voting decisions on a subconscious

level. As a result, these decisions are often subject to the influence of irrelevant events, which

have nothing to do with the competence or effectiveness of the incumbent government, but affect

welfare. Relevant to our analysis, Healy, Malhotra & Mo (2010, p. 12807) conjecture that “the

strong correlation between economic performance and the probability of incumbent reelection may

be that voters’ general sense of well-being serves as a conduit between the state of the economy

and electoral outcomes.” Still, they interpret the success of de-biasing efforts as evidence that the

effect of mood induced by irrelevant events on voting is potentially fragile.

More recently, Huber, Hill & Lenz (2012) conducted a laboratory experiment that examines

whether explicitly telling respondents that a given piece of information is irrelevant for evaluation

of performance would deter participants from using it. Different from Healy, Malhotra & Mo

(2010), de-biasing strategies fail in this case; participants continue to use the irrelevant information
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and, consequently, to depart from optimal evaluation of performance despite incentives to do the

opposite. Based on these results, the authors infer that some of the biases apparent in citizen

evaluations of incumbents are not caused solely by the complexity of the political world, but may

result from voters’ cognitive ability to ignore events unrelated to incumbent performance but that

nonetheless affect their welfare.

Rational choice and behavioral models differ fundamentally in their portrayal of how individuals

use new information to update their political assessments (Chong 2013). In the first, Bayesian

updating is the normative benchmark against which to judge the quality of citizens’ thinking

about politics; individuals are deemed to change evaluations as information is encountered and

processed (Bullock 2009). Behavioral research, conversely, depicts human beings as motivated

reasoners, prone to fitting facts to feelings and incapable of effortlessly discounting information.

Affective contagion frequently distorts assessments of political leaders, groups, and issues, as well

as their judgement of policy proposals (Lodge & Taber 2013).

Our hypotheses to explain voter misattribution bias in Latin America take both perspectives

into consideration. From political psychology we gather that the image of leaders is affectively

charged (Lodge & Taber 2005), among other factors, because of the well-being (or lack thereof)

that citizens experience (Healy, Malhotra & Mo 2010). Once this image is formed, it should

be very hard to change when confronted with new information. Following retrospective voting

theories, on the other hand, we contend that bias formation should be moderated by access to

proper information, as long as voters grasp the normative rules of inference needed to process

it. In our case in particular, this means understanding that relative performance is a good proxy

for incumbent competence (the “relative performance” path), and that leaders to not control

commodity prices, therefore their impact on economic performance should be discounted from

assessments of competence (the “exogenous shock” path).

Within this framework, we designed two studies, one for each of these paths. Both are based on

the idea that biased impressions about incumbent competence are formed to the extent that voters

are not exposed to information that allows them to discount the well-being effects of exogenous

shocks. The less informed voters are, and the stronger the well-being effect is, the more likely it is

that misattribution biases form. Once they do, as should be true in the cases of presidents Rafael

Correa and Dilma Rousseff who occupied very visible positions and had ruled for years by the time

experiments were conducted, debiasing should be hard and limited.
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In both studies, if bias is primarily driven by lack of information, we should expect to see

some small level of debiasing for all subjects to which we provide information on relative economic

performance or exogenous shocks. We refer to the possibility that information might correct

misattribution bias as the “informational hypothesis.”

It is also possible, however, that bias reflects voter limited cognitive capacity, in this case

reflected in the failure to use or to know the normative rules of inference determined by rational

models. If this is the case, we should find that debiasing is moderated by the sophistication of

subjects, being observed/stronger for sophisticates but not observed/weaker with non-sophisticated

or naive subjects. This is what we refer to as the “cognitive hypothesis.”

Study #1 explores the “relative performance” path. We provide Brazilian respondents with

both (truthful) positive and negative relative performance information and observe whether this

affects their assessment of president competence. For this path to work, voters need not understand

the determinants of economic performance. By simply benchmarking their country against a

relative peer group they should use relative results as proxy for incumbent competence (Leigh

2009, Kayser & Peress 2012, Aytaç 2018).

Alternatively, we consider that some country characteristics may facilitate voters’ awareness of

exogenous economic shocks. This is the likely case of commodity-exporting nations, in particular

those that are dependent on a single product like oil. If individuals understand unusually high/low

prices as good/bad luck that is beyond president control, they should be able to discount this luck

when assessing incumbent performance. Study #2 explores this path; we provide individuals with

(truthful) information about positive and negative commodity price shocks in Brazil and Ecuador,

two commodity-exporting economies. Positive and negative cues were given using different periods

of time, as in both countries export prices grew dramatically in the past decade but fell sharply after

2012, and we observed their impact on assessments of president competence. Below we describe

the experiments in detail.

3.1 Study #1: Information on Relative Performance

Empirical work on assignment of responsibility for the economy has largely used relative perfor-

mance as a proxy for incumbent competence (Duch & Stevenson 2008, Leigh 2009, Kayser &

Peress 2012). Studies decompose economic aggregates (economic growth, employment, inflation)

into local and global components; the global component is captured by an international average,

17



which may include neighboring countries, trading partners or even the whole world, whereas the

local component is established as country’s deviation from this average. Voters are presumed to

observe aggregates and the global component, and from them deduce the local component—their

country’s relative performance.9 It follows that voters who benchmark should respond to the local

(competence), but not to the global (luck) component (Leigh 2009).

Our assumption is that the typical voter in Brazil has no information about other relevant

economies, and therefore does not distinguish the global from the local component of aggregates

of interest. Yet, if voters do understand that relative performance gives a measure of government

capability, this information should have an effect on assessments of competence.

This is precisely what we test in Study #1; we provide individuals with information about

their country’s economic performance relative to others, and observe whether this affects their

evaluation of the president. We fielded this experiment in Brazil, embedded in two waves of the

2014 Brazilian Electoral Panel Study (BEPS), carried out during the 2014 presidential electoral

campaign.10

Experimental design: The study consisted of three simple experimental conditions, embedded

in the end of a larger survey. The outcome variable was respondents’ rating of Brazilian presi-

dent Dilma Rousseff’s performance in managing the economy.11 Prior to answering this question,

participants were randomly assigned to one of the following three different conditions in which we

manipulated relative information about the country’s performance.12

C Control: Respondents received no information about relative performance.

TN Negative Relative Performance: Respondents were asked whether they knew that, in the

previous three years the Brazilian economy had grown less than the economies of countries

such as Argentina, Chile, and Mexico.

TP Positive Relative Performance: Respondents were asked whether they knew that, in the

previous three years, the unemployment rate in Brazil had been lower than in countries such

9Kayser & Peress (2012) note that voters may necessarily engage in cognitive comparison, and conjecture that
the media may provide them with pre-benchmarked information.

10The first wave of this survey was carried out with household interviews, in a nationally representative sample of
3,000 respondents. The follow-up waves interviewed subsets of this original sample over the phone.

11Actual wording was: “Como o(a) Sr.(a) avalia o desempenho da Presidente Dilma no que diz respeito apenas à
poĺıtica econômica do páıs? É ótimo, bom, regular, ruim ou péssimo?” (“How do you evaluate President Dilma’s
management of the economy? Is it very good, good, regular, bad or very bad?”)

12Between the manipulation item and the outcome question, respondents answered filler items about media atten-
tion.
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as Argentina, Chile, and Mexico.

One obvious limitation of this design is the asymmetry between the type of information pro-

vided in the positive and in the negative manipulations, as respondents might care more about

growth than unemployment (or vice-versa). However, there is no way one can provide truthful

information, with negative and positive content, and using the same indicator and the same coun-

tries as comparison. As we prioritized holding countries fixed, and were constrained to using only

truthful information, we were forced to vary the particular aspect of the economy used in positive

and negative treatments.

To assess the moderating impact of sophistication, we used a generic index based on a factorial

rescaling of correct answers to factual questions about domestic and international politics, which

were presented to respondents in the first (face-to-face) wave of the BEPS. This is a continuous

index, which runs from −0.7 to 2.5. We considered sophisticates as those with values above zero,

which amounts to 38% of the sample.13

Expectations: Our expectation is that individuals receiving a negative/positive treatment would,

on average, consider president Rousseff less/more competent than otherwise.

Moreover, if the misattribution bias is purely an informational problem, we expect that average

evaluations of presidents should be higher/better among those that assigned to receive information

about positive relative performance, followed by those in the control group, and then by those in

that receive information about negative relative performance. Specifically, when we compare the

mean ratings of presidents between our three conditions we expect TN − C < 0, TP − C > 0,

TN − TP � 0. Importantly, if just lack of proper information is behind the misattribution bias,

we expect that differences should be found for both sophisticates and naive participants.

In contrast, if a cognitive mechanism is at play, we expect these same differences, but only

for “sophisticates.” For those that do not know the proper rules of inference, the information we

provide should have no distinguishable effect. The hurdle for the cognitive hypothesis is higher

than for the informational one, as it requires identifying empirical relationships on a subset of the

data, which by definition implies less power.

Sample Descriptives: The sample consisted of 1,203 of the more than 3,000 interviewees in

the 2014 Brazilian Electoral Panel Study that were re-interviewed in the second and third wave

13In the Supplemental Materials we report results obtained using with the continuous version of the index.
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of the panel study (Ames, Machado, Rennó, Samuels, Smith & Zucco Jr. 2015).14 A total of 397

respondents were assigned to the control condition, 403 to the negative condition, and 402 to the

positive condition. Balance statistics are reported in the Supplemental Information. There were

no observed differences between those that were re-interviewed in the second or third waves.

Results: The first column in Table 2 reports the average treatment effects of providing positive

or negative information to participants, estimating by simply comparing mean ratings between of

the presidents between treatment conditions. We find that the negative manipulation did yield

significant effects on the assessment of the presidents job performance, but these effects were quite

limited, corresponding to less than 0.2 standard deviations of the dependent variable. The positive

manipulation did not and, in fact, generated small effects in the opposite direction of what was

expected.

Table 2: Average and Heterogenous Treatment Effects (Study #1)
Full

Sample
Subsample

Naive Soph.

Neg, Performance−Control -0.175 -0.150 -0.193
P-value 0.013 0.084 0.109
Pos. Performance−Control -0.062 -0.159 0.120
P-value 0.365 0.080 0.266
Pos. Performance−Neg. Performance 0.112 -0.010 0.313
P-value 0.120 0.921 0.005

Table reports differences in average evaluations of the presidents between the three treatment conditions. President
evaluations were measured on a five point scale. P-values are based on two-sided t-tests of the differences allowing
the variances of the two groups being compared to differ.

This small effect, however, hides interesting variation across levels of political sophistication.

The other columns of Table 2 shows the same effects computed in two subsamples, one which

congregates participants characterized as “naive” and the other composed of the “sophisticates.”

We find that for sophisticates, both the negative and positive treatments generate results in the

direction expected by our hypothesis. The difference between the negative and positive relative

information conditions is statistically significant and amounts to almost one third of a standard

deviation in the distribution of the outcome variable. For the naive participants, in contrast,

positive relative information has negative effect (in the wrong direction) which is also statistically

significant and, consequently, the difference between negative and positive information conditions

14The full sample of participants were first interviewed in-person in June of 2014 as part of the initial round of the
BEPS, but the second an third waves, in which the experiment was fielded, were conducted over the phone in July
and August with different randomly chosen subsets of the original sample.
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does not conform to theory either.

The results strongly favor the hypothesis that the misattribution of responsibility is not just

caused by lack of information, but has a cognitive (i.e. informational processing capacity) compo-

nent. It is important to keep in mind, however, that randomization was not performed conditional

on knowledge levels. Still, we found no heterogenous treatment effects for partisanship and in-

come, which suggests that although we expect sophistication to covary with these variables, its

moderating effect seems to be an independent phenomenon.

Lastly, it is important to consider that the heterogeneous effects between naive and sophisticate

respondents rule out the possibility that priming, rather than the information in our manipulation,

is driving our results. In case our treatment was simply priming respondents into positive and

negative affective states, which would then affect assessments of incumbent performance, results

should not vary with sophistication.

3.2 Study #2: Information about Exogenous Shocks

In the second study, we explored the exogenous shock path for correcting voters’ misattribution of

responsibility for economic performance. Information about positive (negative) exogenous shocks,

if processed in expected ways, should generate worse (better) ratings of the presidents.

We fielded this study in both Brazil and Ecuador. On the one hand, this allows us to directly

compare results with those of Study #1, and to assess the impact of different strategies for debiasing

in the same setting (in the case of Brazil). On the other, this design allows us to contrast debiasing

potential across countries in which the public’s a priori awareness of exogenous shocks is probably

quite different.15 In both cases, export prices had risen substantially over the previous decade, but

dropped dramatically in the two years prior to the study in the case of Brazil, and in the preceding

12 months in Ecuador, allowing us to provide truthful positive and negative cues by simply varying

the timeframe of the comparison.

Design of the Study: We recruited the subjects for this survey experiment by placing ads on

Facebook.16 The outcome variable was, once again, respondents’ rating of their presidents’ per-

formance in managing the economy. Prior to answering this question, participants in Brazil and

15Because of the already discussed structural charactersitics of the two countries, we expected Brazilians to be less
likely to recognize “commodity prices” as relevant to the domestic economic performance, compared to oil prices in
Ecuador.

16See Samuels & Zucco Jr. (2014) for a discussion of subject recruitment via Facebook.
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Ecuador were randomly assigned to one of the following three different conditions in which we

manipulated information about the economic impact of commodity and oil price shocks, respec-

tively.17

C Control: No informational manipulation

TP Oil/Commodities prices increased: Have you heard or read any news relative to the following:

In the past ten years, the economy of Ecuador [Brazil] has been benefitted by an unprece-

dented rise in international oil prices [boom in international commodity prices], which tripled

[doubled] compared to the previous decade.

TN Oil/Commodities prices decreased: Have you heard or read any news relative to the following:

In the last year [last four years], the economy of Ecuador [Brazil] has suffered with a more

than 50% [almost 40%] drop in international oil [commodity] prices.

In Study #2 we moved away from generic definitions of sophistication, which may or may not

reflect individuals’ capacity to discount exogenous shocks, towards a measure that directly reflects

this capacity (Lupia 2008). In this study, sophistication, is equated with the knowledge that

commodity prices are exogenous to president control, which is required for correctly processing

information about these shocks. To implement this, we included a question about how much

influence respondents thought their president had over commodity prices after the experiment, in

the study. Those that responded “no influence” were considered sophisticates. The raw percentages

of either type of respondent in both countries are reported in Table 3, which also reports some

other factual questions that were asked only of those in the control group.18

As expected, Ecuadoreans are substantially more aware of the impact of fluctuations in com-

modity prices on their country’s economic performance. Also interestingly, whereas the share of

respondents that allegedly knew about the boom is similar in both countries, awareness about the

crisis is more than three times higher in Ecuador. We conjecture that Correa’s control of media

outlets, in contrast with the intense opposition from the media that Rousseff experienced in Brazil

may contribute to explain these differences, but leave this question for future research.

17As in the previous experiment, between the manipulation item and the outcome question, respondents answered
filler items about media attention. We also included cognitive manipulations to test the hypothesis that bias was
produced by “mental contamination,” rather than missing information, with no results. Data is available upon
request.

18It would not make sense to ask the questions about the behavior of prices to all respondents, as these were the
object of our manipulation. We decided not to ask the question about whether high commodity prices benefit the
domestic economy because a large share of respondents in our pilot studies in Ecuador answered these positively. It
turned out that this was not true in Brazil.
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Table 3: Answer to Questions About Commodity Prices
Ecuador Brazil

Share Correct Total N Share Correct Total N

Sophistication:
President has no influence on prices 0.56 1288 0.29 685

Other questions (control group only):
High commodity prices help the economy 0.70 177 0.24 101
Prices rose the previous decade 0.46 177 0.47 102
Prices fell in the recent years 0.84 179 0.24 105

Table shows shares of respondents that held “correct” beliefs in four questions. Prices, in all cases, refer to “com-
modity prices” in Brazil, and “oil prices” in Ecuador. The first question was asked for all respondents, after the
experimental items, and was used to assess “sophistication”. The other three questions were asked only of those in
the control group, and are reported for illustrative purposes.

Expectations: If the misattribution bias is purely an informational problem, we expect that

average evaluations of presidents should be higher among those that received information about

the negative shock, followed by those in the control group, and then by those itreated information

about the positive shock. Specifically, when we compare the mean ratings of presidents between

our three conditions we expect TN − C > 0, TP − C < 0, and TN − TP � 0. Importantly, the

informational mechanism implies that these differences, even if small, should be found for both

sophisticates and naive participants.

If, in contrast, a cognitive mechanism is at play, we expect to observe these same differences,

but only for “sophisticates.” For those that do not know the rules of inference, the information we

provide should have absolutely no effect. As in the previous study, it should be less demanding to

find statistically significant differences in outcomes between groups in the full sample than in the

subsample analysis necessary to test the cognitive hypothesis.

Sample Descriptives: In Brazil, we fielded the study between 2015-10-13 and 2015-11-08. The

dataset dowloaded from Qualtrics on 2015-11-09 contained a total of 1,794 responses. After elim-

inating those that originated outside of Brazil, under-age respondents, those that originated from

repeat IP addresses, and those that that dropped out prior to answering the outcome question,

we were left with 1,586 responses. The median time to completion of these surveys was 4.5 min-

utes and 43.2% of respondents passed the attention screener. We focus on the subsample of 685

respondents who passed the screener.

In Ecuador, we fielded the study between 2015-10-02 and 2015-10-15. The dataset dowloaded

from Qualtrics in 2015-10-26 contained a total of 3,544 responses. After eliminating those that
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originated outside of Ecuador, under-age respondents, those that originated from repeat IP ad-

dresses, and those that that dropped out prior to answering the outcome question, we were left

with 2,937 responses. The median time to completion of these surveys was 4.6 minutes and 43.9%

of respondents passed the attention screener. We focus on the subsample of 1,288 respondents who

passed the screener.

Results: Average treatment effects for the whole sample in each country are reported in the

columns labeled “Full Sample” in Table 4. In Brazil, effects of each treatment condition are in

the expected direction and the comparison between the two treatment conditions is statistically

significant, albeit the difference of -0.2 is quite small (equivalent to 0.17 standard deviations of

the outcome variable). In Ecuador, both positive and negative shocks lead to increases in the

perception of the government competence, which means that the positive shock manipulation’s

effect was in the unexpected direction. In any case, results for comparisons with the control groups

are never statistically significant, and even the difference between the positive- and negative-shock

group is essentially zero.

Table 4: Average and Heterogenous Treatment Effects (Study #2)
Brazil Ecuador

Full
Sample

Subsample Full
Sample

Subsample
Naive Soph. Naive Soph.

Neg. Shock−Control 0.172 0.194 0.201 0.115 -0.020 0.210
p-value 0.165 0.171 0.416 0.264 0.888 0.145
Pos. Shock−Control -0.028 0.083 -0.253 0.110 0.244 -0.009
p-value 0.824 0.566 0.279 0.289 0.084 0.954
Pos. Shock−Neg. Shock -0.200 -0.111 -0.454 -0.005 0.265 -0.219
p-value 0.036 0.322 0.016 0.947 0.008 0.033

Table reports differences in average evaluations of the presidents between the three treatment conditions. President
evaluations were measured on a five point scale. P-values are based on two-sided t-tests of the differences allowing
the variances of the two groups being compared to differ.

As in the relative performance study, however, the null average effects mask important and

interesting contrasting results for naive and sophisticated voters. The other columns of Table

4 reports these results, revealing patterns very consistent with those observed in Study #1. In

both countries, sophisticates receiving information about positive shocks rate the president as less

competent, whereas those receiving information about negative shocks rate the president as more

competent when compared to the control group, as expected. In neither country these effects are

statistically significant in two tailed t-tests, but the contrast with what we observe among naive
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participants, discussed below, is stark. The differences between sophisticated respondents receiving

positive and negative shock information is statistically significant in both countries, and equivalent

to 0.4 standard deviations in Brazil and 0.2 in Ecuador. While these effects are not particularly

large, they suggest that debiasing is possible among individuals that know the normative rules of

inference needed to process new information.

Also conforming to expectations of the cognitive hypothesis, results are quite different when we

consider naive respondents. Whereas in Brazil they do not respond to informational treatments at

all, in Ecuador, if anything, the naive respond in the opposite way as the sophisticates do. This

result is perfectly consistent with their incorrect beliefs, reported in Table 3. The naive participants

believe that the president influences oil prices, so those who learn about price drops find president

Correa less competent than those informed about price rises, probably because they blame him

for low oil prices. The fact that opposite beliefs lead to the opposite behavior strengthens the case

that the knowledge of the normative rule of inference moderates the impact of information on bias

correction.

Finally, the design of Study #2 also allows us to rule out these are priming effects. Positive

information about an economic boom led to a negative effect on individuals’ assessments of incum-

bent competence, at least among sophisticates, whereas negative information about a crisis had

the opposite effect. If subjects were responding to priming effects instead of the information in our

vignettes, results should be the opposite.

4 Discussion and Conclusion

After providing macro-level observational evidence in line with recent literature on misattribution

bias in Latin America, this paper proposed to test whether this bias is a problem of information

acquisition or whether it results from individuals’ lack of cognitive ability to use information in

the expected ways. Based on findings from rational voting and behavioral models, we proposed a

theory in which biased assessments of incumbent competence are formed to the extent that voters

do not possess the information necessary discount the well-being effects of exogenous shocks. The

less informed voters are, and the stronger well-being effects they experience, the more likely it is

that misattribution biases are formed.

We argued that, if this reasoning is correct, the provision of relevant information should affect

individuals’ assessments of incumbent performance in predictable (though limited) ways. Alter-
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natively, if misattribution bias is also a result of individuals’ cognitive limitations, effects of infor-

mation should be conditional on respondents’ sophistication — conceived as political knowledge

and understanding of the normative rules of inference that allows them to process information in

expected ways.

These hypotheses were tested in survey experiments conducted in Brazil and in Ecuador, coun-

tries that span extreme levels of regional dependence on commodity exports. In the first experiment,

respondents received information about their country’s relative economic performance (Study #1,

in Brazil), and we expected respondents to use positive relative performance as a cue for incum-

bent competence. In the second, they were informed about the impact of commodity price shocks

on their country’s economy, and we expected positive/negative shocks to decrease/increase assess-

ments of incumbent performance (Study #2, in Brazil and Ecuador).

Results were in line with expectations and strikingly consistent with the cognitive hypothesis

across different countries and experimental designs. We found some debiasing, but only restricted

to sophisticated voters. Naive individuals did not respond to treatment in Brazil (in neither

study), and responded in a way opposite than expected, but coherent with their incorrect beliefs,

in Ecuador. The size of effects were small, but we believe they were within expectations, considering

that ours was a one-time ex-post treatment intended to reproduce ex-ante learning that happens

over a long period of time.

Overall, results suggested that misattribution is more than a problem of information acquisition,

also depending on prior knowledge that allows voters to process information in the expected ways.

Our failed attempts to inform respondents about these rules in pilot studies reinforce Huber, Hill

& Lenz’s (2012) pessimistic perspective on the capacity of information provision to correct voter

bias.

In light of psychologists’ conclusion that preventing bias is easier than correcting it (Wilson &

Brekke 1994), we believe that initiatives that break the connection between exogenous shocks and

voter well-being are a more promising venue, particularly in Latin America where the effects of

shocks are substantial. Anti-cyclical fiscal laws are one example of such initiatives. By cushioning

the economic impact of commodity price shocks, anti-cyclical laws should strengthen the relation

between incumbent competency and economic performance, potentially improving the quality of

the economic vote as an instrument of accountability without making additional (and potentially

unrealistic) demands from the average voter.
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Commodity Price Shocks and Misattribution of Responsibility for

the Economy: Observational and Experimental Evidence

−−Supplemental Information−−

A Notes on Popularity Data

We collected data on the popularity of Ecuadoran and Brazilian presidents from all available public

sources. This included the websites of polling companies, compilations of data made by newspapers,

news articles, and also some data from the Executive Approval Project (Carlin, Love & Mart́ınez-

Gallardo 2015). In this paper, we use data from 1988 through the end of 2013, as discussed in the

main text. Basic information about our data is reported in Table A.5. The first column reports

the total number of raw data points we obtained and the number of pollsters we obtained the data

from. The next two columns report the total number of calendar months for which we had data

between 1988 and the end of 2013, as well as the number of calendar months for which we had no

raw observations.

Table A.5: Description of the Popularity Data

Raw N Pollsters
Months

First Last
Observed Imputed

1057 5 295 16 1988-08 2013-12
525 8 227 85 1988-01 2013-04

These data varied with respect to the question wording and periodicity. In order to homogeneize

the data, we first constructed series with the same question wording fielded by the same pollster and

then combined the series using WCALC (Stimson 1998) to obtain smoothed monthly observations

of latent popularity for both countries. For this task, we used the extract() function, which is

an implementation of WCALC for R. This procedure not only rescales different survey questions

to the same common latent dimension, but also allows us to impute the popularity for the months

for which we did not have data. Data were then analyzed separately for the two countries, so we

do not engage in direct comparisons of popularity across countries.

B Extended Results for Time Series Analysis of Popularity

In this section of the Supplemental Materials we present extended results for the analysis of the

time series of presidential popularity.

The Brazilian Political Crisis of 2013: In the main body of the paper we limit our analysis

of popularity to the period between January 1988 and December 2013. Longer time series are

available. We did not use the longer series because political circumstances in Brazil have been

quite extraordinary. The naive model’s fit declines considerably once we include data from 2014

onwards. This is because in June of 2013, President Dilma’s popularity plummeted as street

protests (initially unrelated to her government) took the streets and the political crisis brought the

government first to a standstill, and ultimately lead to her impeachment. Namely, the R2 for the

1 (Supporting Information)



(a) Brazil (b) Ecuador

Figure A.2: Actual and Predicted Popularity — (1988–2006)

Predicted popularity was estimated by and OLS regression of monthly popularity on the previous’ month GET index,
the number of months in office and the square of number of months in office. In the case of Brazil, the regression also
includes a dummy indicator for the “political crisis”, which takes on the value of 1 in all months after April 2013.

simple model falls to 0.36 though the coefficient on GET is still highly significant and substantively

relevant.

Tellingly, if we add a dummy indicator for political crisis the fit is almost exactly what we

observed prior to the crisis’ onset, suggesting that the crisis was simply an “intercept shift”. Figure

4(a), below, reports the same OLS model mentioned in the opening of the observational section,

but fitted to data that extend into 2016, and with the inclusion of the said indicator. We also

report the regressions for the naive OLS full period for Ecuador, in Figure 4(b).

If we estimate an ADL(2,0) model, as reported in the main body of the paper, using all the

available data and including a dummy indicator for political crisis, the coefficient on GET is

estimated to be 1.56 (p-value< 0.001), larger than what we reported in Table 1. Under this

specification the long term effect of a unit change in GET increases to 12.9, and the median lag

continues to be 5.

Selection of the Appropriate Lag Structure: As described in the main body of the paper,

we followed De Boef & Keele (2008) suggestion to begin with a fairly generic ADL model and

gradually impose restrictions. More specifically, we began with an ADL(2,2) model and worked

our way to the simplest, most restricted model that generates white noise residuals. In Table A.6

we report diagnostic statistics for all the models we estimated in both countries, which include the

criteria on which we based our model selection.

We began by examining whether we could reject the null that the restrictions imposed on an

ADL(2,2) model were jointly valid. This was done by conducting and F-test of the hypotheses that

the restricted coefficients were zero. If we failed to reject the null, we assumed that the restriction

2 (Supporting Information)



●●●●
●●●
●●
●
●

●

●●

●

●
●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●●

●

●

●

●

●

●

●

●●

●

●

●●●

●

●●

●

●

●
●

●

●

●

●

●●

●

●

●

●

●●●
●

●

●
●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●
●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●●
●

●

●

●

●

●

●

●

●

●

●●

●

●

●

●

●

●

●

●

●

●

●●●

●

●

●

●

●

●

●

●
●

●
●

●

●

●
●

●●

●

●

●

●

●●
●●

●

●

●

●●

●

●

●

●

●

●

●●

●

●

●

●

●
●●

●

●

●

●

●

●

●

●

●

●

●

●●
●

●

●
●

●

●

●
●

●

●

●

●
●

●

●

●

●

●

●

●●

●

●

●

●

●
●
●

●

●

●

●

●

●
●

●

●
●

●
●

●

●

●

●

●
●

●
●

●●
●

●

●

●

●

●

●

●

●

●

●
●

●

●

●

●

●

●

●●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●

●
●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●●

●
●●

●

●

●

●

●

●

●

●●

●

0 50 150 250

−
4

−
2

0
2

4
6

8
10

Std. Residuals

Cumm. St.Dev.

0 5 10 15 20

1.
0

0.
5

0.
0

−
0.

5
−

1.
0

ACF

5 10 15 20

1.
0

0.
5

0.
0

−
0.

5
−

1.
0

PACF

(a) Brazil

●

●●

●

●

●

●

●

●

●

●
●
●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●
●

●●

●

●

●

●

●●

●

●

●
●

●

●

●

●

●

●●

●
●
●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●●

●

●

●

●

●

●
●

●

●

●
●

●
●

●●

●

●

●

●

●

●

●
●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●

●

●

●

●

●

●

●

●

●

●
●

●

●

●

●

●

●

●

●●

●

●

●

●

●●
●

●

●

●●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●

●

●
●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●

●

●

●

●

●

●

●●

●

●

●

●

●

●

●

●

●

●●●●

●

●

●

●

●●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●●

●

●

●
●

●

●●

●
●
●

●

●

●●

●

●

●

●

●●

●

●

●

●

●
●

●

●●

●

●

●

●

●

●

●
●
●

●

●

●

●

●

●

●

●

●

●

●

0 50 150 250
−

2
0

2
4

6

Std. Residuals

Cumm. St.Dev.

0 5 10 15 20

1.
0

0.
5

0.
0

−
0.

5
−

1.
0

ACF

5 10 15 20

1.
0

0.
5

0.
0

−
0.

5
−

1.
0

PACF
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Figure A.3: Diagnostic Plots for Selected ADL Models

Figures show plots of standardized residuals, ACF and PACF for the selected model in each country.

had prima facie validity.

Our criteria for determining eligible models also required that analysis of the residuals passed

four different unit-root tests. Namely, we should not reject the null hypothesis of stationarity

(p−value ≥ 0.1) in a Kwiatkowski-Phillips-Schmidt-Shin (KPSS), and reject the null of unit root in

the residuals in Phillips-Perron, McKinnons’s, and Augmented Dickey-Fuller tests (p−value < 0.1).

Each model also had to pass the tests for residual serial correlation tests, namely that the null hy-

pothesis of no serial autocorrelation (or independence) should not be rejected according to the

Breusch–Godfrey Lagrange Multiplier, Durbin–Watson (H statistic), and Ljung–Box (‘portman-

teau’) tests.

Within the set of models that passed these tests, we picked the one with the lowest Bayesian

Information Criteria (BIC), which favors the most parsimonious model with the best fit to the

data. As reflected in Table A.6, in the case of Ecuador, the ADL(2,0) is the overall model with

the lowest BIC. However, in Brazil, had the Lag-DV (ADL1,0) model passed the serial correlation

tests, it would have been the one chosen.

In addition to these analytical criteria, we also employed graphical analysis of the residuals to

confirm that the selected models had adequately dealt with the time-structure in the data. In Figure

A.3 we report three diagnostics plots for each country’s model. The first is a plot of the standardized

residuals that also displays the “cumulative standard deviation” over the preceding points. The

fact that the variance of residuals does not increase with the number of observations suggests that

residuals are, indeed stationary. We also report plots of the autocorrelation function (ACF) and

partial autocorrelation function (PACF), which also do not show any meaningful significant lags

that could suggest residual autocorrelation.

It is worth noting that the substantive interpretation of the long-term effects of GET on the

popularity of presidents is not particularly sensitive to the actual lag structure we chose and

3 (Supporting Information)



Table A.6: Diagnostics Used for Model Selection

(a) Brazil

ADL(2,2) ADL(2,1) ADL(2,0) ADL(1,2) ADL(1,1) ADL(1,0)

Stationarity
KPSS 0.100 0.100 0.100 0.100 0.100 0.100

Phillips-Perron 0.010 0.010 0.010 0.010 0.010 0.010
McKinnons <0.001 <0.001 <0.001 <0.001 <0.001 <0.001

Aug. Dickey-Fuller 0.010 0.010 0.010 0.010 0.010 0.010
Autocorrelation

Breusch–Godfrey 0.872 0.889 0.886 0.124 0.149 0.140
Durbin–Watson 0.584 0.634 0.617 0.032 0.041 0.040

Ljung–Box 0.784 0.831 0.786 0.061 0.074 0.067

F-test 0.340 0.341 0.060 0.114 0.138
BIC 1858.5 1853.7 1849.2 1856.4 1851.5 1847.0

(b) Ecuador

ADL(2,2) ADL(2,1) ADL(2,0) ADL(1,2) ADL(1,1) ADL(1,0)

Stationarity
KPSS 0.100 0.100 0.100 0.100 0.100 0.100

Phillips-Perron 0.010 0.010 0.010 0.010 0.010 0.010
McKinnons <0.001 <0.001 <0.001 <0.001 <0.001 <0.001

Aug. Dickey-Fuller 0.010 0.010 0.010 0.010 0.010 0.010
Autocorrelation

Breusch–Godfrey 0.718 0.731 0.743 0.320 0.329 0.332
Durbin–Watson 0.769 0.777 0.809 0.092 0.096 0.103

Ljung–Box 0.996 0.995 0.999 0.162 0.166 0.165

F-test 0.758 0.844 0.156 0.355 0.503
BIC 1987.5 1981.9 1976.4 1990.0 1984.3 1979.0

The last row in each table reports the value of the Bayesian Information Criteria (BIC) and the previous row reports
the p-values of an F-test of the restrictions imposed on a more general ADL(2,2) model. Other rows report p-values
of diagnostics tests of stationarity of the residuals and of residual autocorrelation. See text for the definition of the
tests and the null hypothesis being tested in each case.

reported in the main body of the paper. As Figure A.4 shows, the range of variation in the

estimated effects of GET is quite small across the different models.

Confidence Errors on the Unit Response Function: In time series models, uncertainty

about the estimates propagate and compound into the future. For this reason, the confidence

intervals on any prediction increase over time and are somewhat inconvenient and difficult to

report clearly in a single graph in a aesthetically pleasing way. For this reason, we relegated the

depiction of the confidence intervals to Table A.5 in this appendix.

In order to assess the uncertainty about our unit response functions depicted in the main body

of the paper, we bootstrapped the confidence intervals by drawing 1000 simulated coefficients on

GET and its lag terms from a multivariate normal distribution centered on the coefficients and

with the empirical variance-covariance matrix. We then computed the unit response values for each

of the draws to establish the lower and upper bounds of the confidence intervals for each period.

4 (Supporting Information)
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Figure A.4: Unit Response Functions for All ADL Models

The effects of GET on popularity are always statistically significant and substantial in both

countries, with a long-term lower about at around 4 percentage points. The upper bound of this

estimate approaches 20 percentage points.
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Figure A.5: Unit Response Functions

Figure shows changes in presidents’ popularity over a period of 18 months following a unit change in GET. Com-
putations are based on models in reported in Table 1. Bootstrapped confidence intervals are shown. See text for
details.

C Supplementary Information for the Survey-Experiments

Balance Statistics (Study #1): We report mean standardized differences on selected pre-

treatment variables for each condition relative to the control group. These differences were com-

puted by simply dividing the the difference in means by the pooled standard error of the two groups

being compared. Although there is no clear cut test for balance, one rule of thumb often cited in

the literature is to consider balanced a sample in which the largest mean standard difference is less

than 1/4 of a standard deviation (Ho, Imai, King & Stuart 2007, Cochran 1968).

Randomization in the BEPS project (Study #1) achieved good balance on all socio-demographics

available, excellent balance on missing responses, and excellent balance on actual answers given to

vignettes (not reported), suggesting a similar level of information across conditions (Table A.7).

Table A.7: Balance on Selected Observable Attributes (Study #1)
Negative Positive

Positive Pre-Treatment Evaluation -0.11 -0.10
PT ID -0.08 0.05

Wealth Index -0.01 0.07
Vote For Dilma -0.00 -0.06

Gov. Responsible Econ. 0.06 -0.04
Political Knowledge 0.05 0.20

Table reports mean standard difference between each treatment condition and the control group
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Figure A.6: Heterogenous Effects for Sophistication (Study #1)

Figure shows predicted approval of the president by respondents in the different treatment conditions, by level of
sophistication. Sophistication is measured through a index based on the answer of factual political questions. See
main text of the paper for details.

Extended Results for Sophistication: In Table 2, in the main body of the paper, we re-

port results for sophisticated vs. naive respondents in the BEPS survey experiment (Study #1).

These results were based on constructing a sophistication index, and then splitting the sample into

sophisticates and naive voters. Figure A.6, below, reports results obtained using the continuous

measure, instead of the dichotomous version.

The figure shows that for very high levels of sophistication, approval of the president’s handling

of the economy is larger among those that received positive relative information than for those in the

control group, whereas approval is lower among those that received negative relative information.

For lower values of sophistication, however, both manipulations produce negative effects (relative

to the control group) which, for the most part, do not reach conventional levels of statistical

significance.

Balance Statistics (Study #2): Tables A.8 and A.9 report standardized average differences

across pre-treatment observables for the participants in Study #2, both in Brazil and in Ecuador.

Differences on these observable variables are small, with the sole exception of the share of females

in the negative shock group in Brazil. Still, even then, average standardized differences is 0.26,

and there is no reason to expect gender to be a particularly consequencial variable in our analysis.

The Attention Screener in Study #2: Figure A.7 shows a screen shot of the attention

screener used in Studies #2. The fake question was shown in bold, and the answer categories were

completely compatible with the wording of the question. In fact, one would be extremely tempted

7 (Supporting Information)



Table A.8: Balance of Selected Observable Attributes (Study #2 — Ecuador)
Negative Shock Positive Shock

Age 0.05 -0.02
Female -0.08 -0.03

SESIndex 0.09 0.00
FamilyAbroad -0.11 -0.05

InfoNewspapers 0.12 0.11
RegionPichincha 0.09 -0.10

PartyID 0.11 0.13

N 574 532

Table reports mean standard difference between each treatment condition and the control group.

Table A.9: Balance of Selected Observable Attributes (Study #2 — Brazil)
Negative Shock Positive Shock

Age<35 -0.07 -0.05
Female 0.26 0.07

SESIndex -0.00 0.03
FamilyAbroad -0.08 0.08

InfoNewspapers 0.09 0.21
RegionSE 0.03 0.19

PartyID -0.07 -0.08

N 296 282

Table reports mean standard difference between each treatment condition and the control group.

to guess what the question was simply from reading the answer options. For these reasons, we

believe the attention screener was quite demanding, and respondents that succeeded were, in fact,

paying significant attention to the study.

Figure A.7: The Attention Screener (Study #2)
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