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ABSTRACT 

Providing good permutations of rows and columns of a matrix is 
necessary in order to enable users to understand underlying 
patterns hidden on its data. A previous work provided a 
preliminary version of an algorithm based on matrix binarization 
and PQR trees for reordering quantitative data matrices. This 
work proposes an improved version of this algorithm. It uses 
smoothing as an intermediary step for enhancing the capability of 
finding good permutations, without modifying original matrix 
data. The work exemplifies the potential of this technique by 
reordering scrambled synthetic matrices with underlying patterns. 

Keywords: Matrix reordering, Smoothing, PQR Tree, Reordering 
Algorithms. 

1 INTRODUCTION 

Several areas use matrix reordering in order to highlight patterns 
and/or to facilitate analyses of a data set [3]. Being the 
permutation of rows and columns of factorial order, some 
reordering algorithms were created in order to speed up this 
process, such as 2D Sort [7], Barycenter Heuristic [4], 
Hierarchical Clustering [1], Multidimensional Scaling [10], 
among others. 

Our research team developed two reordering algorithms based 
in PQR trees [9] for reordering binary matrices: PQR Sort [8] and 
PQR Sort with Sorted Restrictions [6] (or PQR Sort SR, for 
short). Recently, we presented an algorithm called Multiple 
Binarization that uses some steps of these two algorithms for 
quantitative matrix reordering [5]. This paper presents how 
smoothing techniques and a slight adjust on the use of PQR trees 
may be applied to Multiple Binarization for improving reordering 
quality of its output. 

The paper is organized as follow: Section 2 presents briefly 
concepts of PQR tree, noise smoothing and Multiple Binarization 
algorithm; Section 3 presents our developed method; and Section 
4 concludes the paper and presents future works. 

2 RELATED WORKS 

Our work is based in a data structure called PQR tree and 
reordering algorithms. Furthermore, it is related with noise 
smoothing. These issues are explained hereafter. 

2.1 PQR Tree 

PQR tree is a rooted tree that represents possible permutations of 
a universe set U. These permutations obey an input restriction set, 
where a restriction is a set of elements which should be 
consecutive on the resultant permutations. This tree has four node 
types: P, Q, R and leaves, as follow [9]: 

 Leaves are the elements of U; 

 A P node enables any permutation of its children; 

 A Q node enables only reversal of its children; 

 

 

 

 

 

 An R node is similar to P node, but occurs only when  

its children may not be permuted in order to obey 

simultaneously all restrictions. 
For example, Figure 1:a shows a PQR tree representing all 

permutations of the universe set U={a,b,c,d,e}. Figure 1:b to 1e 
show how this tree changes after adding sequentially the 
restrictions {a,b}, {c,d}, {a,c,d} and {b,d}. Until adding 
restriction {a,c,d} (Figure 1:d), all restrictions are being obeyed, 
i.e., the elements of any restriction of the restriction set are 
consecutive. After adding the last restriction on the tree (Figure 
1:e), we can observe that this was not obeyed ("b" and "d" are not 
consecutive); therefore, an R node occurs. 

 

Figure 1: Example of adding restrictions iteratively to a PQR tree. 

Also note that the tree frontier (i.e., its leaves, read from left to 
right) is the easiest permutation to be obtained from the tree, given 
that no permutation should be done in order to get it. 

It is important highlighting that a PQR tree does not change 
when one adds to it a restriction whose elements are leaves with a 
common R node as their ancestor. For example, if we add the 
restriction {a, d} to the tree at Figure 1:e, the resulting tree would 
be exactly the same.  

Besides, note that even after creating the R node, the frontier 
still obeys some of the previous restrictions inserted in the tree 
and related to this node. This indicates that restrictions’ insertion 
order may affect how many restrictions the frontier obeys. 

2.2 Multiple Binarization Algorithm 

Multiple Binarization [5] is a method created to reorder 
quantitative matrices. Its name is related to one of its steps, which 
consists on creating multiple binary matrices used to obtain 
restrictions sets and to create two PQR trees (one for rows and one 
for columns). 

Therefore, taking as input a data quantitative matrix M, to be 
reordered, and a set of delimiter values               , the 
reordering is made as following: 

1. Create k binary matrices           , where 
        = 1 if M(r,c)>  , otherwise         = 0; 

2. For each   , create two restriction sets: one 
representing row restrictions and other column 
restrictions. A row restriction contains row labels 
r1,r2,…,rn if there is at least one possible value of c 
such as M(ri,c)=1 for all 1 ≤ i ≤ n. A column 
restriction may be defined similarly to a row 
restriction. 

3. Define two union sets, one for rows and other for 
columns. Row union set have all row restrictions of 
each binary matrix obtained in Step 2, without 
repetition. Column union set have all column 
restrictions of each binary matrix obtained in Step 2, 
without repetition. 
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4. Sort row union set and column union set in ascending 
order of restriction size, generating two ordered lists. 

5. Create two PQR trees, one for rows and other for 
columns, using as input the row and column 
restriction lists (Step 4), respectively. 

6. Reorder rows and columns of M according to the 
frontier of both PQR trees. 

7. Return the reordered version of M created in the 
previous step. 

In this algorithm, Steps 2 and 4 belong to the intermediate 
process of the PQR Sort and PQR Sort SR algorithms, 
respectively. 

2.3 Smoothing 

Smoothing is an Image Processing technique which aims to 
reduce noise and enhance image quality. Gonzalez and Woods [2] 
present some smoothing techniques, from which we used the 
mean filter with a 3 × 3 box filter as a first approach to our 
problem. Briefly, it consists on creating a new matrix S such as 

       
 

 
             

    
 
    ; 

i.e., it calculates S(r,c) as the mean value of a 3 × 3 neighborhood 
centered on M(r,c). In this formulation, values outside M borders, 
when consulted, should be considered as 0. 

3 WORK IN PROGRESS 

We perceived that Multiple Binarization algorithm has some 
difficulties in producing “good” reordered matrices in presence of 
noise, but returns good results where noise level is low or absent. 
Therefore, we present a new reordering algorithm which mixes 
Multiple Binarization method and mean filter in order to 
overcome this difficulty. We propose to remove noises (with 
mean filter) that become visible after a first reordering process, 
and then to reorder the smoothed matrix. After that, we reorder 
the original matrix according to row and column ordering of the 
smoothed one. 

Additionally, we observed that the early creation of R nodes in 

the PQR trees of this method potentially hampers to find a matrix 

reordering that evidences an implicit pattern in the data set. In this 

sense, we opted for discarding restrictions whose insertion at a 

PQR tree creates an R node. 

Our new algorithm (which we call Smoothed Multiple 

Binarization (or SMB)) has the following steps: 

1. Reorder the input matrix by Multiple Binarization 

algorithm, with a slight difference in its Step 5: if 

adding a restriction to the tree results in a new R 

node, then discard this tree and use the last tree, 

which has no R nodes. 

2. Smooth the reordering matrix with a mean filter; 

3. Repeat Step 1 in the smoothed matrix. 

4. Use rows and columns order generated by Step 3 to 

reorder input matrix, and return it as the result. 

Figure 2 exemplifies these steps. 
 

 

Figure 2: Example of reordering by Smoothed Multiple 

Binarization. 

Figure 3 presents examples of the outputs of SMB and Multiple 
Binarization (MB) algorithms. We compared them to the output of 

other two algorithms: classical Multidimensional Scaling (MDS) 
(which Wilkinson points out as a good reordering algorithm [10]) 
and Barycenter Heuristic (BH) [4]. This figure shows matrices 
created according to canonical data patterns [10], with size 650 × 
1000, cells with real values between 0 and 100 and noise ratio of 
1% in the data set. We used the following delimiter values:  

 For MB and SMB: Circumplex: {45, 50, 55, 60, 99}, 
Band: {50, 80}, Equi: {10, 15, 20, 25, 30, 35, 40, 45, 
50, 60, 70, 80, 90, 95}, Simplex: {50, 40};  

 For BH: Circumplex: {99}, Band: {80}, Equi:{50}, 
Simplex: {50}.  

Comparing these images, we observed that SMB was the 
unique to evidence Circumplex pattern, while MDS and BH try to 
create a Band pattern in this case. In Band and Simplex patterns, 
MDS and BH produced the best results; MB and SMB returned 
poor results. For Equi, SMB and MDS provided the best images, 
at a cost of defining many delimiters for SMB (which impacts 
SMB performance). 

 

 

Figure 3: Reordering of the canonical Pattern by algorithms 

Smoothed Multiple Binarization (SMB), Multiple Binarization 

(MB), Multidimensional Scaling (MDS) and Barycenter 

Heuristic (BH). 

4 CONCLUSION 

We conclude that “Smoothed Multiple Binarization” has a 
potential to produce better results than our previous proposal. We 
also conclude that its result on reordering Circumplex pattern was 
closer to the original matrix than the result of other methods; 
MDS and BH results could lead to misinterpretation of the 
dataset. 

Future works include comparing our new algorithm with other 

reordering algorithms, in terms of statistically measured output 

qualities and execution time, using MRA tool [8]. 
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Fig. 1. Screenshot of WISE portal with example forecast for April 14th, 2014. Main panel show forecasted precipitation map (colours) and observed rain
gauge data (circles).

Abstract—Weather-oriented operations usually consume large
amounts of data produced by numerical weather predictions
(NWP). The visualization of such data is usually based on static
charts, plots and sometimes video-based animations that tries to
cover spatial and temporal dynamics of atmospheric conditions.
This standard visualization may serve climate agencies and
skilled meteorologists, but it often does not provide enough
insights for organizations that have their processes oriented by
weather events. In order to support complex operations of a city,
we developed WISE (Weather InSights Environment), a visual-
ization platform that combines the numerical data generated by
a NWP with the sensor network, and presents the data in a web
interactive interface. WISE users reported that it provides much
better and summarized information to be consumed in the daily
operations of a city.

I. INTRODUCTION

Weather forecast information is a valuable asset in opera-
tions driven by atmospheric conditions. The decision makers,
responsible for managing complex systems such as cities
and large companies, must analyze several weather variables
during the daily routines or in case of emergency situations.
Numerical weather prediction (NWP) produces most of the
weather data that are consumed by them. Moreover, a well-
designed visualization system is crucial, adding vital informa-
tion to the numerical results that allows the user to interpret
get insights about the data.

The majority of existing visualization tools available are
converters of model raw data to some form of static output.
Atmospheric models, in general, produce data in GRIB1 or

1http://dss.ucar.edu/dos/formats/grib/gribdoc/front page.html
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NetCDF [1] formats and users refer to several community tools
for the manipulation of this data. Some of these tools can
produce very simple plots, like GrADS [2] or NCL2 (which
has a more complex scripting language). There are also more
sophisticated ones that can generate high quality 3D output,
like VAPOR [3]. Although these are consolidated tools in the
meteorological community, they lack interactivity and they do
not allow comparison with the real-world data.

In this work, we present WISE (Weather Insights Environ-
ment), a platform that improves insightful analysis over the
weather information, taking full advantage of data. In the next
section, we discuss the motivation behind WISE’s develop-
ment. Later, section III introduces the layered architecture of
the platform. The following section details the insightful web
interface and its data visualizations. Finally, we conclude with
some final remarks and potential future works.

II. MOTIVATION

WISE was initially developed to read data produced by
IBM Deep Thunder3 (DT), a weather system based on a
regional atmospheric model (WRF-ARW [4]). Currently, many
locations around the world run and use the DT system.

The city of Rio de Janeiro is one of these locations, where it
is used in the city’s center for command and control (named
Centro de Operações Rio - COR). COR coordinates several
agencies that operate within the city limits – from traffic
management to urban cleaning and security departments. Dur-
ing emergencies, COR orchestrates a coordinated effort to
mitigate the impacts. In COR’s application, DT provides high
resolution (1km grid) rainfall estimates and flood forecasts
to support COR’s main role of managing weather-related
emergencies in the city, mostly caused by extreme weather
conditions (such as storms and long-term precipitations).

Before the development of WISE, the users of DT in
COR had access to the weather information in the form of
videos, plots, and tables delivered through a web portal. They
observed a need for a visualization tool that provides more
interactivity and improved exploration of the data, establishing
an environment that stimulates insights over the forecast data.
In addition, we also observed a need to integrate with COR’s
operational workflow and data collected by the sensor network
(rain gauges and weather stations). Those fronts were the main
motivations behind WISE.

III. ARCHITECTURE AND IMPLEMENTATION

WISE platform was envisioned to support multiple cus-
tomers and real time data consumption from multiple sources.
Currently, WISE is able to store and present data from
DT and also from CPTEC4 forecasts. Both systems produce
geospatial forecast data for multiple properties – including
scalar (e.g. precipitation and temperature) and vectorial (e.g.
wind). Regarding real-time data, WISE is able to store and

2http://www.ncl.ucar.edu/
3http://www-03.ibm.com/ibm/history/ibm100/us/en/icons/deepthunder/
4http://www.cptec.inpe.br/

TABLE I
METEOROLOGICAL VARIABLES

Variable Unit
Precipitation mm
Wind Direction degrees
Wind Magnitude m/s
Temperature oC
Dewpoint Temperature oC
Relative Humidity %
Visibility m
Convective Available Potential Energy J/Kg
Convective Inhibition J/Kg
Lifted Index n/a

Fig. 2. Architecture.

present data from devices deployed on a particular area, like
a rain gauge network.

In COR’s application, DT generates data twice a day with
many forecasted variables. To effectively support the opera-
tions in COR, we selected the variables shown in Table I to
be handled by WISE.

The system is divided into layers (figure 2), each one with
a distinct role. The UI Front End layer is responsible for
providing the end-user data visualization and runs on the user’s
browser. The Web Application layer acts as a bridge exposing
an API to organize in a better way the access to the underlying
Database layer. The Data Assimilation layer is responsible
for populating the database regularly.

A. UI Front End

The visualization layer is a composition of JSP (Java
Server Pages) and JavaScript. For the data visualization, we
use the d3.js [5] framework and the Google Maps API for
the geolocalization and map features. The combination of
these two javascript technologies results in SVGs elements
overlaying the map and composing charts and tables for data.
Every piece of data required to build the UI is pulled from the
Web Application layer by asynchronous calls. Several call are
made simultaneously, enhancing WISE’s loading time.

B. Web Application

This layer relies on the Java programming language and
uses the Struts 2 web application framework. Once there is a
data request sent by the UI, this layer queries the Database

http://www.ncl.ucar.edu/
http://www-03.ibm.com/ibm/history/ibm100/us/en/icons/deepthunder/
http://www.cptec.inpe.br/


layer using the parameters specified by the UI and packs the
result to send it back to the UI.

The response is sent in a JSON or CSV format, depending
on the request. As the generated response can include a large
list of items, the JSON format proved to increase considerably
the response size, since the property names are replicated for
every data point (as opposed to a single header line in the CSV
format). Hence, in some cases, the CSV format is preferable
to optimize the communication traffic involving the UI layer
and Web Application layer. We also considered to use binary
formats for further optimization, but the CSV format seemed
to be enough for the communication currently taking place.

C. Database

The Database layer consists of a Java API built to expose
an IBM DB2 entity-relational database. The database schema
was designed to fulfill the needs of multiple customers, so that
the location being presented on the UI is fully defined by the
data that gets loaded into the database, and not by its schema
or any constants defined in code. Each particular forecast can
have multiple grids associated with it, with its own bounding
boxes and other parameters.

Besides the “forecast” schema, there is also an “observed”
schema which holds the data regarding the sensor network,
such as rain precipitation for given locations and timestamps.
Finally, there are also tables helping to compute the accuracy
of the forecast system according to the actual rain fall observed
by the sensor network.

D. Data Assimilation

The NWP generates the forecast variables in NetCDF for-
mat. Then a post-processing script filters out some particular
properties (table I) and makes it available in a way that it can
be stored in the relational database. For the experiment with
the city of Rio de Janeiro, the sensor network data is obtained
as an XML file that is parsed and stored on the database. Both
of these processes are executed regularly, since new forecasts
can be produced multiple times a day and the sensor network
data is usually available on intervals of about 15 minutes.

IV. INSIGHFUL WEB INTERFACE

We created the WISE UI (figure 1) by keeping in mind
the visual information-seeking mantra “overview first, zoom
and filter, then details-on-demand” [6]. We also planned
to provide a valuable interaction environment for the weather
experts professionals in COR, specially designed for the daily
operations and emergency situations as well.

A. Portal

The main view (figure 1) is composed of a map showing
the forecast data for a given parameter (the meteorological
variable produced by NWP). For some parameters, the ob-
served data (supplied by the sensor network) is also rendered
as circles, allowing quick comparison between forecasted and
observed data.

Fig. 3. Precipitation profile detail, showing distributions of precipitation
categories for a given timestep.

Below the map, we present the precipitation profiles for the
forecasted and observed data. This visualization component
has three main functions:

• provide a quick overview of the rain rate distribution
across the whole forecast duration

• work as a timeline to control the data being currently
viewed on the map

• highlight the instants where an operational alert would be
triggered according to defined criteria

The x-axis is the traditional time axis, covering all the
forecast. The y-axis is a percentage axis, ranging between 0
and 1. The data is organized according to 7 rain rate categories
(as defined in [7]), shown in figure 3 and figure 4 with their
names and colors.

The width of each column is related to the timestep be-
ing viewed. For example, the observed data come from the
sensor network with a 15 minute refresh rate. Therefore, in
the observed precipitation profile, each column has width
proportional to 15 minutes. If all data points in a timestep are
in the “No Rain” category, the whole column is colored with
the “No Rain” category color. Grey columns show timesteps
where we don’t have data to display (for example, if there is
no observed data due to being a time in the future).

If the data show some rain, we display the rain rate dis-
tribution. The line shows the percentage of data points which
are in a category different than the “No Rain” (in figure 3,
for the blue highlighted column – also indicated by the arrow
for clarity purpose –, the mouse over text details the value
30.43%). Each column is divided according to the percentage
of each rain category in that timestep. For example, in figure
3, the “Weak” category has 68.19% of rain observations.

Inside the precipitation profile there is a black rectangle
contour showing the current time being displayed on the map.
If the user clicks in any place in the precipitation profile, the
map will be updated to show the adjusted time.

Also, another important feature of the precipitation profile
is to display the alert level. Following some criterias based
on operation standards (e.g.: X mm of rain during the last Y
minutes in at least Z sensors, triggers a W-level alarm), we
check if the data could trigger an alert. If so we display the
highest alert level that could be triggered in a given timestep,
painting the x-axis according to the alert level. If you move
your mouse over an alert, the criteria used to trigger the alert



Fig. 4. Verification Metric view, with contingency tables and metric statistics.

is displayed.
When the user clicks on a cell in the map, we display in

the right panel the meteograms associated with the chosen
cell. To allow comparisons between different cells, the y-axis
of the meteograms are predefined. If the data falls outside the
predefined range, we update the range and highlight it with
a red color (for example, the meteogram in the bottom of
figure 1). Hovering the mouse displays the values in every
meteogram for that given time. Clicking the mouse changes
the current time in the main map view.

B. Forecast verification metrics

The Forecasts Metrics view (figure 4) plays an important
part in WISE UI. The metrics are summarized in [8]. It
brings a column chart with the overall score for the available
forecasts (top part of figure 4). A red column indicates a
forecast which has not been received by WISE, due to the
lack of computational resources, missing data, or any other
error. The user can select a subset of forecasts presented in
the column chart and the metric displayed concerns all the
existing forecasts within the chosen range, allowing the user to
be aware of the system performance. The metric visualization
consists in the contingency matrix, the underestimated, hits
and overestimated count, and the weighted CSI, SR and POD
values.

In addition, there is a column chart formed by each forecast
within the user selected range and the associated overall score.
Below each column, there is the corresponding contingency
matrix miniaturized as shown in figure 5.

The colors inside the contingency matrix cells indicate
underestimated, hits and overestimated events as magenta,
green and yellow respectively. The transparency factor is given
due to the influence the cell has when computing the score –
the more opaque the color, the higher the influence.

V. CONCLUSIONS AND FUTURE WORK

This work presented the WISE platform, an integrated web
interface designed to visualize weather data. It combines data

Fig. 5. Selected range metric column chart.

from NWP and sensor network, providing better insights and
interpretation of the data. Users of the WISE platform reported
that this approach provides much better and summarized
information to be used in the daily operations of a city.

Since this is still a work in progress, we are envisioning
to improve some aspects of the platform. Considering that
is virtually impossible to cover the geographic area with an
in-situ sensor network, it should be interesting to consider
some interpolation method in order to provide comparable
observed versus predicted precipitation data. Another aspect
of improvement is the collection of observed data. Nowadays,
The sensor network comprises 88 rain gauge devices, but
we are studying ways to integrate data from other agencies
what would increase this number to around 110. Regarding
visualization improvements, we are investigating techniques
in order to present comparison between different forecast
simulations for the same time range.
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Abstract—In probabilistic topic modeling, documents are clas-
sified accordingly to categories previously modeled, which are the
topics itself. Each document is commonly associated to more than
one topic and the number of topics that a particular document
will present is something that depends on the parameters of the
topic model. In this context, it is useful to have visualization
tools that could show the distribution of topics over documents
in respect to different choices of the model parameters. Those
parameters make the correspondent topic distribution vectors
more or less sparse. This work presents an application of visu-
alization to support text categorization tasks using probabilistic
topic models.

Keywords-Latent Dirichlet Allocation (LDA); Topic Modeling;
Visualization;

I. INTRODUCTION

As part of the results obtained from a Master’s dissertation
on topic flow visualization, here we present an application of
visualization to show topic distribution over time in a modeled
corpus. More specifically, the main objective of this work
is to show how much concentrated is the distribution in a
small number of major topics or a larger number of them.
This kind of view from the collection – which shows the
sparsity of the document vectors being represented – leads to
an immediate recognition of the main topics of each document,
for any document represented. Somehow, we do not intend
to substitute visualization techniques like the one described
in [1], but to complement them. The algorithms [2] used for
topic discovery came from an open source version of a Latent
Dirichlet Allocation (LDA) topic modeling package1.

II. THEORETICAL BACKGROUND

A. Latent Dirichlet Allocation (LDA)

The probabilistic topic model used in this work is an
unsupervised method for topic discovery. The intuition behind
the model is that any document has multiple topics [3]. The
observed variables are the words in the documents. From those
variables, the topics and their proportion in each document are
inferred. LDA is a representative of Bayesian inference mod-
els. Just for curiosity, the topics themselves are distributions
over words from a fixed relevant vocabulary extracted from
the observed corpus.

In the inference process, the a priori distribution used to
represent the uncertainty about the topic proportions of a
document is a Dirichlet distribution [4]. This distribution has a

1http://radimrehurek.com/gensim/ (accessed on June 10, 2014).

concentration parameter called alpha. For text categorization
purposes, alpha is typically set to give a small number of
topics associated to each document of the modeled corpus.
The small alpha values penalize documents that talk about
a lot of subjects, but this is better than having every text of
the collection associated to many topics. In this later case, it
would be difficult to use the topic categorization for document
clustering applications, for example.

B. Pixel-matrix displays

The Pixel-matrix2 visualization is a technique that permits
the exhibition of multidimensional / multi-categorical data in
an ordered way. In those graphics, for multi-categorical data
we could have each category of the dataset represented in a
different row, and each pixel3 represents a single data value.
Different colors are chosen to discriminate categories and, for
each pixel, every data value is mapped to a colormap.

Scalability is one issue related to Pixel-matrix displays.
Depending on the size of the dataset, it could be impossible to
display all the data in the same graphic. However, for appli-
cations in which data could be transformed (e.g. aggregated),
the scalability restrictions are attenuated.

III. VISUALIZATION TECHNIQUES APPLIED TO TOPIC
MODELING TASKS

The Pixel-matrix visualization implemented to show topic
distribution over time was adapted for better displaying the
main topics and the concentration over them along a corpus.
This result was achieved by simply reordering each column
of the pixel matrix from the most present topic in a document
(or an aggregate of documents) to the less present.

Describing in more detail the output obtained in Figure 1, in
the vertical dimension are the topics (one for each row) and in
the horizontal dimension are the documents, ordered by time.
For each document (which corresponds to one column in the
pixel matrix), its topic proportions could be read by observing
which topics are presented in this document. Any individual
topic is represented by a different color in the graphic and the
variation in saturation for each color represents more or less
presence of each topic in a document.

On the other hand, in Figure 2 we have the same result
obtained in the previous figure, but this time each column

2The Pixel-Matrix Display is better presented in [5]
3The term pixel in this context refers to the squares used to represent each

data value.
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Fig. 1. Topic flow visualization from messages published in eletronic forums, sorted by date and modeled with 50 topics. Top-
ics are represented in the vertical dimension and their evolution over time is represented into horizontal dimension (20newsgroups dataset;
http://people.csail.mit.edu/jrennie/20Newsgroups/20news-bydate.tar.gz)

Fig. 2. The same data visualized in Figure 1, but this time reordering each column from the most to the less present topic. Here we have an example of
low alpha values, which tend to result in few topics per document.



was reordered from the most to the less present topic. The last
row (from top to bottom) have been named as the main topic
bar. Considering that the matrices representing a collection
of document vectors (with their respective proportions) are
very sparse, the effect obtained by reordering the rows is
a much clearer view of the corpus main topics. This last
view could not be obtained without reordering as we have
seen in Figure 2, and the sparsity partially accounts for this
impossibility. Somehow, the presence of few topics associated
to each document is intentional as described before, because
of the advantages that this choice brings to text categorization
applications.

IV. CONCLUSION

As part of a broader research on visualization of topic flow
over time, the Pixel-matrix displays presented here could be
used as a useful tool for researchers involved in the topic
modeling fine-tuning issues. Furthermore, the visualization
technique previously described gave a by product, which we
have called the main topic bar. From this bar, anyone can
quickly access the evolution of the most present topic onto a
corpus. This component could also be isolated and give room
for the development of other views of the collection focusing
on the main theme evolution of the corpus.
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Fig. 1. CivisAnalysis main interface showing the political spectrum of deputies (A), the political spectrum of roll calls (B), the
graph of deputies vote correlation (C), the states infographic (D), parties infographic (E) and the timeline (F) with a selected time
frame (1999-2000) of roll calls from the Brazilian Chamber of Deputies.

Abstract—The democratic process relies on active and knowl-
edgeable citizens; without information about laws and public
policies approved by representatives, citizens fail to oversight
the government. The aim of this work is to assist the gathering
of political information, by providing an investigative tool for
roll call analysis of the Brazilian Chamber of Deputies. More
than 20 years of recorded votes and electoral alliances can be
explored through different roll call analysis techniques. A novel
approach for detecting voting patterns is also presented, the
political spectrum of roll calls.

Keywords-Information Visualization; Voting Analysis; Roll Call
Analysis; Political Information.

I. INTRODUCTION

A healthy democracy relies on active and informed citizens,
but being informed about the public affairs has become a chal-
lenging task given the immense size of modern representative
democracies. In representative democracies the most important
tool of citizenry is the vote, which can be considered the
feedback that improves the democratic system. This voting
feedback needs consistent political information, especially
regarding to the actions of their representatives. Political data
from actions of representatives can be found in every aspect
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of their public life: speeches, interviews, meetings, etc. One
stands out for having a direct impact in society: their votes in
congress.

In roll calls, each representative explicitly chooses for an
option on a policy (Yay, Nay, Absence,...). So, roll call votes
are a reliable data set for understanding the representatives’
policies.

This work focuses on roll calls which have taken place in the
Brazilian Chamber of Deputies (lower house). The chamber
comprises 513 deputies, who are elected by proportional rep-
resentation to serve four years terms. The current legislature,
since February of 2011, has voted in 352 roll calls (with a
total of 114,994 votes). These data increase in complexity if
the content of each roll call is relevant to the analysis. So,
to assimilate this information citizens need assistance to keep
track of their representatives voting record.

With the raise of Internet and open government initiatives,
political data became available and is easily shared, allowing
the dissemination of information among many. However, the
huge volume of unorganized and highly biased information
spread over the Internet may cause a negative impact on
the assimilation of information, the effect commonly called
information overload. The challenge is to retrieve cohesive
information from the political big data and communicate it to
the common citizen.

Using the open data from the Brazilian Chamber of
Deputies, we developed a visualization tool, which is designed
to reduce the level of complexity and time required to discover
and comprehend congressional voting patterns. The data set
covers voting records of 6 legislatures (24 years), 914 par-
liamentary motions voted through 2,458 roll calls (853,952
votes), plus the information of 6 presidential elections, the
alliances and outcome. The possibility of exploring arbitrary
time frames across legislatures, visualizing the voting pattern
of each roll call over deputies and vice versa, comparing the
electoral alliances and parliamentary coalitions, makes our
system a powerful tool to discover political information.

Contributions: This work integrates new visualization
techniques of roll call analysis with techniques from related
works. The tools and data available, roll calls of 6 parliamen-
tary legislatures of the Brazilian chamber of deputies and 6
presidential elections, offer an unique view of the Brazilian
political history. Our main contributions are: (1) visualization
of roll call votes as a n-dimensional space, coupling the
votes of a roll calls set with the spectrum of deputies and,
vice versa, the votes of a set of deputies on the roll call
spectrum. (2) integration of electoral data in the roll call
analysis visualization, outcome and alliances.

We address background and related work in the next section;
then, we present our tool, which is called CivisAnalysis.
Finally, from a user’s viewpoint, we discuss the importance
of such data for the analysis of the Brazilian Chamber of
Deputies, and, from the computational viewpoint, we address
the improvements we foresee as future work.

II. BACKGROUND AND RELATED WORK

Alliances and Legislatures in Brazil: In Brazil, every four
years a general election is held: the Presidency of the Republic,
all 513 Chamber of Deputies seats and two-thirds of 81 Federal
Senate seats are contested along with governorships and state
legislatures of all 27 states. Executives are elected by simple
majority; Representatives are elected by open-list proportional
representation (parties choose the candidates, voters choose the
party and preferred candidate), the seats are allocated through
a variant of the d’Hondt method [1]. Electoral alliances are
counted as a single party, votes are distributed inside the
alliances to the leading candidates without considering the
parties. Thus, electoral alliances do not respect the citizen
preference of vote regarding party.

In Brazil, post-election alliances (coalitions) are formed in
order to set a multiparty pro-government majority (in favor of
elected government) and the opposition base. The ideological
spectrum of parties in the Brazilian legislature term is partially
reduced to a government-opposition dimension. Studies of
Brazilian legislatures and coalitions cite the important role of
presidential elections and electoral alliances on the patterns of
legislative behavior [2], [3], [4].

Roll Call Analysis: Most theories of campaigns, legisla-
tures, and elections today are based, explicitly or implicitly,
on the spatial model of politics. Studies aim at positioning
each political player at its ideal point on a spectrum [5].
This produces techniques with results that can be interpreted
both in probabilistic and in geometric terms. Works estimate
congressional spaces from transcripts of hearings, bill co-
sponsorships, public opinion surveys, committees seats, cam-
paign contributions, and roll call votes [6], [7]. Roll calls
are commonly used in spatial models due to their reliable
nature to express the policy of each representative. The Spatial
Theory of Voting put into practice with roll call analysis
was concisely highlighted by Clinton [8]: In short, roll
call analysis makes conjectures about legislative behavior
amenable to quantitative analysis, helping make the study of
legislative politics an empirically grounded, cumulative body
of scientific knowledge.

Poole and Rosenthal algorithms [9], the NOMINATE fam-
ily, are widely used in roll call analysis and compares
favorably to more modern algorithms [10]. In contrast to
the complexity of previous methods, fast and less accurate
techniques are used, as for example, Principal Component
Analysis (PCA). PCA or Karhunen-Loeve transformation [11]
reduce the number of dimensions, while retaining the variance
of the data. These dimension reduction techniques try not to
crush different points together, but remove correlations. The
remaining subset of dimensions are a compact summary of the
variation in the original data. Despite the relative inaccuracy
of PCA to find ideal points on the roll call space, the voting
patterns formed are quite similar to those obtained with other
more complex methods [12].

Visual Analytic Systems: The political spectrum visual-
ization is widely used to classify different political positions



in one or more geometric axes that symbolize independent
political dimensions. Such systems try to provide ways of
solving the problem of how to describe the political variation.
Early systems were usually built around questionnaires and
regression analysis, and often referred as highly biased because
constant adaptation was needed to represent political contexts
[13].

In order to reduce bias, modern systems tend to use only
quantitative information from Representatives, especially from
recorded votes. Social Action [14] represents the correlation of
votes between U.S. Senators creating a force-directed graph.
Filters and statistical tools can be applied interactively by the
user to discover the patterns among voting groups at a single
point in time. In contrast, Friggeri’s [15] visualization shows
the paths of U.S. Senators through agreement groups for the
last eight Congresses providing a long-term political overview,
but without details on demand.

Connect 2 Congress (C2C) [16] creates a two-dimensional
political spectrum (through NOMINATE scores and Leaders-
Followers) for arbitrary time frames within two years (2007-
2008), and implements a window that can be enlarged and
translated along time, providing an animation where repre-
sentatives are repositioned according to their behavior over
the newly selected period. C2C does not have inter-legislature
analysis.

For the Brazilian Congress, Marino’s work [17] and Ba-
sometro [18] create a two-dimensional spectrum, and adjust
the scales along a diagonal axis according to government
coalition and opposition in way similar to Rosenthal’s NOM-
INATE analysis of France legislatures (anti/pro-regime axis)
[19]. Marino’s work is based on a year by year animation of
PCA analysis. Basometro, from Estadão newspaper, uses two
criteria of government support and implements deputy tracking
on a growing window animation.

III. CIVISANALYSIS

Our software, named from Latin civis (citizen) plus analysis,
is implemented as a web application (MongoDB, Node.js,
JavaScript) capable of running in any modern browser. All
the data come from open web services of the Brazilian Cham-
ber of Deputies (www.camara.gov.br). All roll call analysis
techniques run at the client side.

The system consists mainly of four visual components:
a timeline to select time frames (Fig. 1F) and three roll
call analysis visualizations: a two-dimensional spectrum of
deputies (Fig. 1A), a two-dimensional spectrum of roll calls
(Fig. 1B) and a graph representing the vote correlation between
deputies (Fig. 1C). To enhance the roll call analysis we added
infographics of the electoral districts, the Brazilian states
(Fig. 1D), and parties (Fig. 1E).

In the following paragraphs, we describe each component
and interaction possibility.

Timeline: The timeline component, at the bottom of the
application interface, allows the users to query roll calls that
occurred between selected dates. Fig. 1 shows the selection
from the beginning of the 51st legislature to the end of

2000. Along the top of the timeline the density of roll calls
per week is displayed as a histogram. The user can select
arbitrary date ranges or presets of date ranges by clicking
on buttons (aligned with the timeline) representing years,
legislatures and presidential terms. Icons to query general
elections are displayed below the respective election date, and
allow the display of selected information about the election.
Each deputy symbol is colored according to the leading party
of the electoral alliance his/her party belongs to.

Once a date range is selected the respective roll calls are
retrieved. The deputies who have not attended to at least one-
third of the roll calls are discarded. The parties of deputies are
set as the party informed in their last vote. From these data,
we build the roll call matrix X (M x N), with M deputies, N
roll calls, where each cell X(m,n) represents the vote of the
mth deputy in the nth roll call. The value of each vote is set
as: 1 for Sim (Yay), -1 for Não (Nay). In case of missing data,
vote abstention or obstruction the cell is set to 0.

Graph of Deputies: Each node in the graph represents
a deputy. The deputies are linked if they have at least a per-
centage of roll calls with the same vote value. This percentage
is defined by the user through the slider above the graph. By
default each deputy in the graph is colored with the respective
party color.

Spectrum of Deputies: The deputies positions in the two-
dimensional spectrum is calculated through PCA applying
Singular Value Decomposition (SVD) algorithm [20] in the
X matrix. The two largest singular values found in SVD are
multiplied by the left-singular vectors of X. The spectrum
is presented as a scatterplot, where each deputy point is
represented as a circle. By default the deputies circles are
colored with their respective party color.

Spectrum of Roll Calls: The spectrum is presented as a
scatterplot, where each roll call point is represented as a circle.
The roll call points are calculated by the multiplication of the
two largest singular values found in SVD by the right-singular
vectors of X. The colors represent the scale of agreement
[100% Yay to 100% Nay] of the selected deputies in each
roll call. The application starts with all deputies selected.

Hovering over a deputy symbol: Hovering over a deputy
circle (in the graph or spectrum) causes the deputy name to be
displayed, and the party, state and the roll calls in the spectrum
change their color to represent the vote of the deputy: ’Não’
in red and ’Sim’ in green.

Hovering over a roll call: Hovering over a roll call circle
causes the color of deputies (in graph and spectrum) to change
for representing their votes in that roll call, deputies in red
voted ’Não’, in green ’Sim’. In Fig. 2 the voting pattern
of deputies is shown in the deputies spectrum and states
infographic.

Selecting a sub-set of deputies: When a sub-set of
deputies is selected using a selection window, the roll calls
colors change to express the scale of agreement of the sub-set
in each roll call. The parties and states infographics change to
express the selected sub-set of deputies.



Fig. 2. Hovering the roll call PL 4895/1999 (changes in rural credit),
each deputy is colored by his/her vote and the states by the average of the
representatives’ votes, revealing a disagreement in the political spectrum and
between north and south states.

Selecting sub-set of roll calls: When a sub-set of roll
calls is selected in the same form above, the deputies and
states change their colors to express their scale of agreement
regarding their votes in the selected roll calls. See Fig. 3.

Fig. 3. Pattern created by the selection of the roll calls in the 3rd (bottom-
left) quadrant of the roll call spectrum in Fig. 1 . The spectrum of deputies
shows a diagonal color transition between deputies who fully agree with the
selected roll calls (in dark green) and disagree (in dark red).

IV. CONCLUSIONS

Civis Analysis offers an unique view of the Brazilian Cham-
ber of Deputies political history. Several roll call analysis tasks
are supported. One can explore and compare voting patterns
of different legislatures, observe party behavior over time,
investigate party or electoral district patterns, relate the pre-
and post-election alliances with government and opposition,
coalitions, etc.

Deputies political spectrum and the graph showing the
agreement in voting between deputies are implicitly rep-
resented in the roll call spectrum, which also enables the
identifying of roll calls with similar outcome.

CivisAnalysis is a useful tool for citizens obtaining political
information about the Congress, reducing the overhead that
would be created in performing complex investigations. We

might say that it improves the transparency between citizens
and the Representatives.

Clearly our system still needs improvements for inves-
tigative purposes: behavioral tracking over time, overview of
parties and deputies for more than one legislature, navigation
over tabular data, etc. The roll call spectrum will be the
focus of our future research and validation. We will develop
advanced tools to emphasize information in this spectrum: ad-
vanced infographics for a selected roll call, finding and relating
(historically) roll calls of the same proposition (amendments
in a bill), and searching and analysis of roll calls by subject.
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Abstract—The current global scenario is marked by an 

increase in the amount of data available to users in various 

contexts, including the governmental. Analyzing this amount of 

data is not an easy task. Visualization techniques may be used to 

support the understanding of that data. The goal of this paper is 

to present a model to facilitate the analysis and publication 

process of governmental data with the aid of visualization 

techniques. Based on this model an application called VisPublica 

was built. This model is described in conjunction with layers and 

functional modules that make up the architecture of the 

application. Furthermore, the experiment conducted will be 

described to evaluate the interaction between users and 

application. 

Index Terms—Information Visualization, Government Data 

Visualization 

I. INTRODUCTION  

According to some studies, in 2012, there were 2.72 

zettabytes (10
21

 bytes) of data available. The prevision to 2015 

is that this volume of data reaches 8 zettabytes [1]. This excess 

of data that characterizes the current scenario has created 

opportunities and challenges. According to Graves and Hendler 

[2], an example of opportunity is to use and consume this big 

amount of data to attend the target user’s needs and purposes. 

The challenges are related to communication, analysis, 

comprehension and the discovery of new findings from that 

volume of data [3]. 

To Graves and Hendler [2], the challenges and 

opportunities mentioned above also characterize the 

governmental scenario due to the increase of initiatives for 

opening data. Mostly, the main goal is to provide greater 

transparency in all governmental actions [2]. The opening of 

data is part of the Electronic Government (e-Gov) strategies. A 

lot of governments have adopted e-Gov strategies and 

stimulated the involvement of society in public policy. 

To Bico et. al [4], before the applications are developed, it 

is necessary that developers analyze the data format and 

technology (or tool) that transforms this data into information. 

Although data is available, in some cases, users encounter 

different obstacles to analysis and effective utilization. The 

Information Visualization (InfoVis) can be used to minimize 

problems originated in the interpretation of data. 

An example that can be mentioned is the project DataViz, 

whose goal is to analyze the potential of views for the public 

sector. The web application DataViz provides examples and 

case studies of visualization that can assist the public sector in 

decision making [5]. Another example is the website DataViva 

that provides data related to the Brazilian economy. Eight 

visualization techniques are used to present data visually [6]. 

In Brazil, through a Federal Government initiative, an 

application called VisPublica is being developed to facilitate 

the governmental data publication process using visualization 

techniques. This application is part of the eponymous project 

(VisPublica - Visualization of Public Data) that has been 

carried out since 2011 its goal is to analyze visualization 

techniques that facilitate the understanding of governmental 

data, promoting its transparency [7].  

The first version of VisPublica was presented in Ribeiro et. 

al [7], in which the authors present an utilization example. 

From the results obtained in previous works [7], [8], it was 

possible to define a model to facilitate  the choice of the most 

suitable visualization technique for publishing a particular data 

set. With the elaboration of the model, it was necessary to 

develop the application in order to meet new functional 

requirements identified. 

The purpose of this article is to present this model in 

conjunction with layers and functional modules that compose 

the application architecture. To evaluate some aspects of the 

application usability and utility an experiment was conducted. 

In this experiment, participants used VisPublica and the 

proposed model to analyze the process of publishing 

governmental data. It is worth mentioning that the application 

was developed for users with some technical knowledge in 

computing. Besides that, this was the profile of the participants 

of the experiment. 

The text is divided into 4 sections. After the introduction, 

the model is described in conjunction with VisPublica layers 



and functional modules. The third section describes the 

experiment conducted for validation. Besides that, in this 

section the results obtained from the experiment are presented. 

Finally, in section 4, are the final considerations and future 

works. 

II. VISPUBLICA VISUALIZATION MODEL 

This proposal results from an initiative of the Federal 

Government in developing an application to facilitate the 

choice and validation of visualization techniques to support the 

publication of sets of data inserted in the governmental context. 

The elaboration of the proposed model was carried out from 

the specification of layers that formed the basis for the 

definition of functional modules of VisPublica application. As 

depicted in Figure 1, the model has four layers: Documentation 

Layer, Assessment Layer, Collaboration Layer and Publication 

Layer. The layers are described in the following subsections. 

 

Fig. 1.  Application Layers. 

A. Documentation Layer 

The purpose of this layer is to allow the analysis of 

information related to a technique or a set of visualization 

techniques and to formalize the knowledge obtained through 

the documentation of information collected. In VisPublica, the 

documentation layer is represented by the Catalog functional 

module. To simplify the search for information, the techniques 

available in the Catalog were categorized into 7 classes: 

Columns and Bars; Lines; Pie; Hierarchical Data; Maps; 

Multidimensional and Text. 

The Catalog documentation was structured into five topics, 

exemplified in Figure 2. In the example, the Sunburst 

documentation technique is presented. The first topic, Figure 

2.a, describes the utilization contexts of the visualization 

technique, that is, cases in which the technique can be used. 

Main characteristics and how the visualization is built are 

presented in the second topic, Figure 2.b. The third topic, 

Figure 2.c, explains the different manners of interaction with 

the visualization. Examples of data in which the analyzed 

technique can be used are in the fourth topic, Figure 2.d. 

Finally, the fifth topic, Figure 2.e, contains extra information, 

for example: technical details. 

B. Assessment Layer 

In this layer, techniques investigated in the documentation 

layer can be evaluated. The purpose is to verify how the 

technique represents visually the user’s data set. In VisPublica, 

the assessment layer is represent by the functional module 

Create Your Graphic. In this functional module, the user has 

access to ten techniques. 

Three steps are proposed for user interaction with the 

application layer of assessment. Such steps are represented on 

Figure 3. On Figure 3.a, after selecting one of the available 

techniques, the user is directed to the data upload page. The 

upload can be done using RTF, CSV, XLS or XLSX format files 

(Figure 3.b). By the end of the upload, the view is presented for 

the user to manipulate and analyze the results. On Figure 3.c, 

the example presented utilizes the Treemap technique. 

 

Fig. 2.  Example of the documentation layer structure. 

 

Fig. 3.  Stages of the assessment layer. 

C. Collaboration Layer 

This layer should provide a discussion environment for 

investigated techniques, allowing formalization and 

dissemination of information towards visualization techniques. 

It is noteworthy that even the techniques that are not on the 

documentation layer can be discussed in the collaboration layer 

and thereafter incorporated into the documentation layer. 



On VisPublica, this layer is represented by the functional 

module Wiki. This module is an environment that allows the 

collaborative edition of documents related to InfoVis 

techniques. Through the creation and edition of pages, users 

can insert details about the use of the techniques, using texts 

and images. Each page edition generates a modification 

history, fomenting the continuous study of the techniques. 

Documents related to the Treemap technique, for example, 

were shared and discussed on Wiki. From this discussion, the 

documentation of the Treemap technique was drafted and made 

available on the Catalog, in other words, by the discussion in 

the collaboration layer, it was possible to include the technique 

in the documentation layer. It is worth mentioning that the 

inclusion of new explicit knowledge is validated by the 

application administrator. Figure 4 depicts the edition page of 

the Treemap technique documentation on Wiki. The tool 

allows the insertion of links, text and images, as well as many 

other types of content formatting, incrementally. 

 

Fig. 4.  Stages of the assessment layer. 

D. Publication Layer 

With the study conducted in the other layers, it is expected 

that the user is able to decide on the best visualization 

technique to be used and, therefore, publish their data. This is 

the purpose of the publication layer in the model.  

In the application, the user can utilize the views statically or 

dynamically. To use the static view, in documents, for 

example, it is possible to download images of generated views; 

whereas dynamic views can be incorporated to an external 

application through VisPublica Library. 

VisPublica Library is an API developed in Java that 

converts XML files (eXtensible Markup Language) in entry 

scripts for visualization techniques. Its goal is to assist 

technical users on the publication of data in their applications, 

using visualization techniques. The Library concentrates most 

part of the Catalog techniques from VisPublica application. 

Figure 5 depicts the demonstration page of the Animated 

Tree technique in the Library. Figure 5.a illustrates an example 

of the tag that should be included in the user’s application 

source code, in which the field “YOUR_XML” is replaced by 

the XML file that must contain the desired data. An example of 

the structure of the XML file is shown in Figure 5.b. It is 

possible to edit the file online for performing tests. 

 

Fig. 5.  Demonstration page of the publication layer. 

III. EXPERIMENT 

The purpose of the experiment is to validate VisPublica, 

which implements the model described in this paper. 

VisPublica was presented to a group of participants in order to 

get the user's perception about the usefulness and usability of 

the application. It was expected that at the end of the 

experiment, the developed application was considered useful 

for the publication of data. 

Participants accessed VisPublica through a link sent by 

email. In this email, instructions for the experiment which was 

divided into four stages were presented. In the first stage, the 

participant was informed about the scenario created. In this 

scenario, the participant would work in a government agency 

and would be responsible for the publication of public data 

using visualization techniques. To accomplish this task, the 

participant was told to utilize VisPublica. 

In the second stage, the participant analyzed the 

documentation of Motion Chart and Treemap. The third stage 

consisted on the evaluation of the visualization techniques, that 

is, the participant tested how Motion Chart and Treemap 

represented visually certain data sets (sent as an attachment in 

the email). Lastly, the participant answered a questionnaire. 

The questionnaire was divided into two parts. On the first 

one, data concerning participants’ profiles were collected. On 

the second part, sentences related to the application were 

presented. The experiment was conducted with 15 people, 

being 8 men e 7 women, with ages between 19 and 45 years 

old. About 87% of the participants were attending a degree 

course. In addition, all of them somehow worked in the IT 

field. 

The results of the second part of the experiment are 

presented below according to the order of sentences. On Figure 

6, are the results of sentences 1, 2, 3 e 4. According to this 

figure and in relation to sentence 1, approximately 80% of the 

participants claimed that they did not encounter any difficulties 

to consult the techniques documentation in the Catalog. About 

7% of the participants suggested the use of a tutorial video to 

assist the user on the utilization of VisPublica. In relation to 

sentence 2, 73% of the people agreed that the layout used on 

the documentation pages facilitated the understanding and 

organization of the information. However, 20% presented 

restrictions relating this sentence, whereas 7% of the 

participants commented that the documentation of Motion 



Chart has long stretches that can lead to misunderstanding of 

the topic. 

On sentence 3, as shown on Figure 6, to 67% of the people, 

the instructions of use of the functional module Create Your 

Graph were not enough to assist the creation of view. About 

20% of the participants stated that the instructions were 

confusing to people with little technical knowledge. In relation 

to this statement, it is worth mentioning that the target audience 

of the application described in this article is not the ordinary 

citizen. Results and other comments related to sentence 3 

indicate that the usability of the function module Create Your 

Graph needs to be improved. Concerning the fourth sentence, 

all the participants considered helpful the collaboration of 

information towards visualization techniques. 

According to Figure 7, regarding sentence 5, around 87% 

of VisPublica users claimed that they were able to navigate 

through the application and to easily find the information 

desired. As to restrictions related to sentence 5, 7% of the 

participants commented that the purpose the functional module 

Create Your Graph needs to be presented more clearly.  

Roughly 87% of the participants agreed with sentence 6, in 

other words, these participants alleged that VisPublica aids the 

publication of data. In regard to sentence 7, around 80% 

asserted that they would use VisPublica again. Among the 

purposes mentioned by the participants are: the creation of 

views for personal use in presentations to clients and to assist 

in the understanding of governmental data. 

Lastly, on the last sentence, the participants were asked 

whether they would use VisPublica Library to publish data 

sets. Over 82% declared they would utilize it. About 7% of the 

participants affirmed that “a VisPublica Library presents 

modules of data publication more dynamic than those which 

are used nowadays”. 

IV. FINAL CONSIDERATIONS 

E-Gov strategies are being utilized by several governments 

to provide services to society and information about public 

policy. Visualization techniques can assist the analysis, 

communication and understanding of governmental data.  

In this paper was presented a model for publication of 

governmental data using visualization techniques. The layers of 

the model served as a basis for the definition of the functional 

modules that compose VisPublica’s architecture. To validate 

the usability and utility of the application, an experiment was 

conducted. The hypothesis that justified this research is that the 

implementation of the proposed model through VisPublica 

application facilitates the choice of visualization techniques 

that best represent a particular data set and allows the sharing 

of acquired knowledge in process of selection and utilization of 

the technique. 

The results of the experiment suggest that VisPublica can 

be used to aid the choice of the most suited visualization 

technique and publish data. Furthermore, it is possible to 

identify a need for improvements on the interface, mostly on 

the module Create Your Graph. Another significant result for 

the evolution of the application refers to the Wiki. Most users 

recognized the possibility of collaboration in this scenario 

through the tool. 

As future work, two lines of evolution are being developed: 

(a) improvement and adaptation of the interface in order to 

allow use by non-technical users and (b) development of 

mechanisms for automating the selection of visualization 

techniques from a metadata set. 

 

Fig. 6.  Result of sentences 1, 2, 3 e 4. 

 

Fig. 7.  Result of sentences 5, 6, 7 e 8. 
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Figure 1: From left to right: the user on the platform wearing an HMD and holding the pointing device; a ray cast for coarse selection; a highlight
of the fine selection by pinching on the handheld screen; a resulting labelled model.

ABSTRACT

This paper presents a 3D user interface to select and label point
sets in a point cloud. A walk-in-place strategy based on a weight
platform is used to control navigation. Selection is made in two
levels of precision. First, a pointing technique is used relying on a
smartphone and built-in sensors. Then, a selection volume, which
can be a cube, cylinder or ellipsoid is deformed by pinching on the
smartphone touchscreen in different orientations. Labels are finally
insert by voice with the help of a smartphone, and the hierarchy
of labels are automatically defined depending on the selection area
and the amount of points selected. The paper describes the concepts
in our approach and the system implementation.

Index Terms: H.5.2 User Interfaces [Input devices and strategies]:
3D Interaction—

1 INTRODUCTION

Sensor devices such as laser scanners can provide huge amounts of
geometrical information in the form of point clouds. To be useful
for a number of applications in many areas, these data must be vi-
sualized, manipulated and classified by effective usable interaction
techniques.

In this work we introduce the use of a 3D interface combining
navigation, manipulation and multiple selection to hierarchically la-
bel point clouds of different sizes and topographies. The interface
relies on a weight platform to track user steps for navigation in the
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†e-mail:marcio.mello@inf.ufrgs.br
‡e-mail:tlmota@inf.ufrgs.br
§e-mail:mttura@inf.ufrgs.br
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environment and around objects. It also explores the sensor capabil-
ity of smartphones to provide a pointing device for coarse selection
and to manipulate an ellipsoidal selection volume. Upon selection,
the point sets can be labeled by pointing and selecting labels on a
list. New labels can be created using voice. Navigation through
hierarchical label levels is possible by leaning forward or backward
on the weight platform. The interface has been built to be used with
an immersive display system, as the HMD depicted in Fig. 1a. The
paper describes our interaction approach, the system implementa-
tion and a few results.

This work was developed for the IEEE 3DUI 2014 contest, fol-
lows all the requirements of the contest, and was previously pub-
lished in the conference Proceedings [2].

2 APPROACH OVERVIEW

Three-dimensional point clouds can vary from the surface of a small
object that we explore by moving around, to large city environments
that we explore by flying over or walking inside. Thus, we wanted
to conceive a system which allowed great mobility for easily turn-
ing and visually inspecting all portions of the data. Our system
consists of a navigation model similar to the real world walking and
rotating. To avoid heavy installed infrastructure, we use a portable
weight platform to track velocity and direction of a user walking in
place on top of it..

Besides, current smartphones contain enough sensors to work as
very precise pointing devices. A combination of inertial sensors
and magnetometer coupled with multi-finger touch gestures allows
to use them for 3D selection and manipulation. In our approach,
selection of multiple points is achieved by pointing with the device
to control a 3D cursor. An infinite ray starting from the user position
follows the pointing direction and the intersection of the ray with
the data defines the cursor location, similar to the Disambiguation
Canvas [1]. The cursor is an ellipsoidal volume that selects all the
points inside it. It can be deformed in any direction by pinching
on the smartphone touchscreen while the device is oriented in the
direction wanted for the deformation. As the selection volume is
deformed, additional cloud points are covered by the volume and



are then flagged for selection. When the user is satisfied with the
selection, they point icons or use voice to assign a label to the set
of points.

The interaction mode can be selected with the help of a circular
menu (see Fig. 2), where the following possibilities are available
(starting in the up and going in the clockwise sense): microphone
(to label a set of points previously selected); selection mode (to
choose the form factor of the selection cursor among an ellipsoid
and a cube); minus signal (to remove the selected set of points of
the hierarchy); ot axis (function still not implemented); phone calib
(to calibrate the smartphone sensors, restarting it in the new orien-
tation); inverte bal (to mirror the balance boards orientation); plus
signal (to add the selected set of points to the hierarchy); view mode
(to change the color of the selected points and the rest of the points).

Figure 2: Selection menu

As our design expects an immersive user display, using voice
for typing helps keeping the immersion. Notice that nothing is dis-
played on the smartphone’s screen. It is used merely as an input
device. Points can receive many labels. For example, a point in an
eye is also part of a head that is part of a body. Assignment of mul-
tiple labels gives rise to a hierarchy of labels. With our approach,
the user navigates through label levels by zooming in and out, simi-
larly to a map where country, state, major city and small town labels
appear as we zoom in. The user action to zoom into the hierarchy
is to lean forward or backward, a movement quickly understood by
the weight platform.

3 IMPLEMENTATION

The system has been implemented in C++ with OpenGL and using
the following hardware: a PC, an Android based smartphone; a
Sensics zSight HMD; 4 Wiimote balance boards.

3.1 Navigation
An array of balance boards composes the walking platform. The
system also works with a single board, but due to the user immer-
sion, 4 boards provide a safer and more comfortable surface. The
boards communicate with the PC through a bluetooth protocol. We
implemented an algorithm that merges the readings of 4 balance
boards to compute the user’s body center of mass projected on the
walking surface (~C). This is a generalization of Wang [4]. The
center of mass is calculated as ~C(t) = ∑

M
i=1~uiai(t), where ~ui is the

position of a sensor in the array of boards, ai(t) is raw sensor i
data over time and M the total number of sensors. Fig. 3 shows the
matrix configuration tested with two boards (eight sensors).

Figure 3: Balance board array and parametrization.

The pattern of change in the center of mass ~C while walking al-
lows us to estimate pace and body direction. The center of mass is
derived over time to generate a directional impulse response when
the user steps in some direction (G(t) = d~C/dt). Direction is ob-
tained as follows: a perpendicular vector is first calculated from
~N(t) = perpendicular(~G(t)) and then the walking direction angle
over time, α(t), is computed.

Besides, to avoid errors between head orientation obtained from
the HMD and feet orientation obtained with the boards, we had to
solve the orientation drift caused by the HMD sensors. We applied
the comfort pose algorithm [3]. This solution does not require any
additional tracking sensor or infrastructure. The algorithm relies on
the assumption that people tend to align body and head comfortably
a few seconds after looking to either side. Position drift does not
occur in our setup.

3.2 Selection
A Samsung Galaxy SIII Android phone is the mobile device used
for selection. An app has been implemented that works as a server
reading sensor data and sending them through the network. The
data is grouped in a string sent through TCP over wifi. The string is
read by the PC client that parse it and uses a fusion of sensor data
including accelerometer, gyroscope and magnetometer to construct
a pointing vector without drift.

The vector is then used to cast a ray departing from an estimated
position of the hand. This position is estimated as an offset from
the avatar’s eye position. Each point of the point cloud is set with a
radius defining a small sphere. Intersection between the ray and the
spheres defines a selection region. The closest sphere to the user
is computed and an ellipsoidal cursor is displayed at that sphere’s
position (Fig. 1b). Cursor position is updated in real time as the
user points towards the cloud. When the user finds some points
he/she wants to select, they tap on the handheld device, causing the
cursor to stop follow. From this moment, a pinch movement on
the device’s touchscreen scales the ellipsoid on the direction of the
plane corresponding to the device’s orientation (Fig. 1c). The user
can then reorient the device and keep deforming the ellipsoid until
he/she is satisfied with the points being covered. It is also possible
to translate the ellipsoid along the direction plane using a tap n’hold
command on the touchscreen. Sliding the finger on the touchscreen
surface translates de cursor. The system also support cubic cursors,
instead of ellipsoids, as shown in Fig. 4. Another tap brings back
the ray cast allowing to select one among a set of icons.

3.3 Labels and Hierarchy
As soon as a set of points is selected, the same pointing device is
used to select a label from a list of icons. The respective label is
then assigned to those points. To create a new label, the user selects
’new’, activating the voice recognition system based on the Google
API in the smartphone. The user then speaks a name for the label,



Figure 4: A set of points being selected with a cubic cursor

which will be promptly converted to a string and sent together with
the sensor information in the TCP package. The name is used to
create a new label ready to be used.

As the user adds more labels to points, a hierarchical data struc-
ture is automatically created, placing smaller point sets in lower
levels of the hierarchy. For example, if points of an eye have been
previously labeled ’EYE’, when the whole head is labeled ’HEAD’,
the head will assume a higher level in the hierarchy. An example of
hierarchy created with this tool can be seen in Fig. 5.

Figure 5: Hierarchy created from a cloud of points representing a bug

For hierarchy visualization, the user action is to lean for-
ward/backward. This causes a weight displacement on the weight
platform that triggers changes in the label hierarchy level being dis-
played. This is a natural interface as in the real world people lean
forward to see more details and backward to grab more context.

4 RESULTS AND FINAL COMMENTS

We presented an involving and usable approach for multiple 3D
point selection an labeling and performed the task on a couple of
models, as seen in Fig. 1d, Fig. 4 and Fig. 5. Our solution proposes
a full body user experience where hand-pointing and pinching is
used to specify an ellipsoidal or cubic selection volume. Naviga-
tion, in turn, uses an improved walk in place technique that includes
walking direction in a natural way. Hierarchical visualization of la-
bels uses the well known zoom-into-map approach.

As future work, we are planning user studies to confirm the us-
ability and effectiveness of the approach. We also plan tests with an
annotation application in medicine. We believe that the technique
can be implemented with even simpler hardware, e.g. the Oculus
Rift, being mobile and accessible for a huge number of applications
that combine navigation selection and manipulation.
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Abstract—This paper presents visualization approaches for
multivariate time series data. Two case studies are presented
highlighting the main features of the visualization schemes that
support the user in the process of exploratory data analysis.
The approaches apply the concept of visual analytics by using
approaches for data analysis through interactive data visualiza-
tion schemes, allowing the user to get knowledge and making
decisions effectively in a context of massive datasets.

Keywords-Visual Analytics; Sensor data; Exploratory Data
Visualization.

I. INTRODUCTION

The use of sensors to collect and measure various parame-
ters has become common in different contexts. This possibility
takes advantage of the ability to constantly running to perform
the acquisition of values integrated with the time of collection,
which can result in long multivariate time series. Because of
the automatic and periodic data collection, the stored volume
expands in proportion to time resolution associated with the
implementation of a range of collections, and also the uptime
of each sensor device. Computational resources are needed to
enhance the analysis of the data collected. In the literature,
there are several approaches to the use of computational
resources in the process of exploration and analysis, among
them, Knowledge Data Discovery (KDD), Data Mining (DM),
Visual Data Mining (VDM), Visual Analytics (VA), and oth-
ers. These techniques use the capacity of human perception
associated with the visual system, and the processing power
of the machine to extend the results of exploration and analysis
process.

The techniques of Information Visualization, do work, in
general, with the creation of visual representations to present
a data set in a summarized and synthesized way, to facilitate
human interpretation. Although the visual representation can
facilitate the perception of features and patterns, the represen-
tations, alone, may not be enough to handle with large data
volumes and may require approaches that amplify the ability
of data manipulation by users. In this context, Visual Analytics
techniques, which offers features that allow user interactivity

with the visual representations, can be critical to support the
process of exploring and analyzing the data.

Interactivity features can be used to allow the direct par-
ticipation of the analyst in the process of sense-making loop,
defined to characterize the scenario of Visual Analytics [1]. In
all scenarios using visual representations to assist the process
of exploration and analysis, humans hold an important and
essential role on the hypothesis generation and composition of
analytical reasoning. There are benefits that can be achieved
using features that leverages the analyst interaction with the
data, favoring the process of exploration and analysis of
data [2]. Such techniques can be used to complement other
analytical approaches, because they ease the identification of
data values behavior and have the advantage to exploit the
human visual system perception abillities.

This paper presents some possibilities of using methods of
interactive visual representations of data consisting of several
variables collected by sensors. Two cases are presented from
studies in two different contexts using sensor devices. One
relates to the use of data collected by monitoring stations
signals from Global Navigation Satellite System (GNSS) and
the other case illustrates the application of data collected by
a network of environmental sensors of the Integrated Envi-
ronmental Monitoring System (SIMA) platforms. Both cases
use different visual representations that, integrated with other
approaches, can assist in the data exploration and analysis, and
composition of the analytical reasoning.

To describe the application of interactive visual representa-
tions used in two different contexts of sensor data, this text is
organized in specific sections. In Section III are presented two
contexts of interactive visual representations use for sensor
data, one for monitoring data of ionosphere and other for
environmental monitoring, respectively in sections III-A and
III-B. Finally, the Section IV presents some final conclusions
on development work.

II. RELATED WORKS

The process of Visual Analytics have aspects inserted in
different areas, such as: analytical reasoning techniques; visual

mailto:alisondocarmo@gmail.com
mailto:brunovani22@gmail.com
mailto:miltonhs@fct.unesp.br
mailto:galera@fct.unesp.br
mailto:enner@fct.unesp.br


representations and interaction technique; data representations
and transformations, among others [3]. The fact of using
knowledge in different areas can increase the operating cost
associated with the need for trained specialists to deal with
the visual data analysis approaches. On the other hand, new
systems of Visual Analytics aim to offer intuitive interfaces
to reduce the cost to use this new technology, integrating
automatic and visual analysis, ensuring that can also be applied
in different contexts by different users [4].

The analysis of data sets consisting of multiple variables
can benefit from the Visual Analytics process. There are two
relevant factors that may be exploited in the analysis process
using different techniques: the possible large amount of data
to be handled, and the multiple data attributes. Keim et al.
(2002) presents the pixel-bar charts approach, a combination
of the standard bar charts and x-y plots with pixel-oriented
techniques. In this approach, large amounts of data can be
represented with pixels inside bars [5].

The techniques that can be used for the multiple variables
data exploration and analysis can help the analyst in the
simultaneous perception of the behavior of the attributes of the
data set. Parallel Coordinates technique is used by Chad et al.
(2012) to analyze the behavior of simulated climate data from
the data Community Land Model Version 4 (CLM4) model.
After applying various filters interactively during the process
of data exploration and analysis, the authors refine the visual
representation to highlight the main relationships between the
set of variables [6].

Some attributes can make significant contributions to the
context of data analysis, such as spatial and temporal char-
acteristics. Maciejewski et al. (2010) introduce a set of tools
aimed at the analysis of datasets with spatial and temporal
component that can help identify critical points that represent
local behavior of certain variables and allow the use of multi-
ple data sources. The authors present a case study with the use
of a tool for analyzing a set of data for syndromic surveillance
of epidemics using visualization techniques based Heatmap-
representation of points on the map according to a study value
represented by colors interactively integrated with classical
representations of time series. Finally, they present a possible
cycle of interactive data exploration, using filters, selections
and refinements, to identify the cause of a critical point on
the map, associated with fever from a patient, and highlight
the benefit of integrating the classical view of time series with
other views that consider the spatial-temporal component [7].

III. CASES STUDIES

In this Section two cases are presented about the use
of interactive information visualization techniques on data
collected by sensors.

A. Visualization of Ionosphere Monitoring Data

The context of the first case study is the GNSS, like
the Global Positioning System (GPS). Signals traveling from
satellites to receivers are affected by the ionosphere – a layer
of the atmosphere located approximately between 50 to 1000

Km above the Earth’s surface. The ionosphere can cause
refraction on the signals and also scintillations (rapid changes
in phase or amplitude of the radio signal as it passes through
density irregularities on the ionosphere) [8]. These effects
degrade the accuracy of GNSS positioning, including lost of
the positioning service at critical circumstances.

Monitoring stations are being installed on Brazilian territory
since February/2011 within the projects CIGALA (Concept for
Ionospheric Scintillation Mitigation for Professional GNSS in
Latin America) and CALIBRA (Countering GNSS high Accu-
racy applications Limitations due to Ionospheric disturbances
in BRAzil). Information about the network and the projects can
be found at <http://is-cigala-calibra.fct.unesp.br>. More than
sixty monitoring parameters – measurements and indices – are
acquired/calculated by special ionosphere monitoring receiver
systems (generally referred to as stations) every minute. With
the current stations network infrastructure characterized by
ten fixed monitoring ones, more than ten million values of
ionospheric metrics are generated every day, once the measure-
ments are acquired at every minute for each satellite tracked
by receivers.

In order to provide to the user some visualization scheme
that allows one to visualize different indices provided by
different stations or satellites simultaneously, we present on
Figure 1 an example of the visualization approach based on
dynamic horizon charts [9]. Such visualization allows the user
to see several time series sharing the same time axis. The
visualization was introduced through Data-Driven Documents
(D3) approach for web visualization [10]. Colors are used
to distinguish between positive (green) and negative (blue)
values; negative values are translated to the top edge of the
horizon charts. Color intensity distinguishes the magnitude of
values, where the bands of greater intensity represent greater
values. The bands are collapsed to share a reduced vertical
space, and finally, each time series share the same time axis
of one day. The user can select the desired time series to
visualize, filter the data and adjust the sort sequence of the
charts. Attribute values are shown with mouse interactions. In
summary, with this visualization one can compare different
satellites tracked by different stations over different days, then
supporting the user in different tasks related to analysis of
ionosphere monitoring data.

B. Exploratory Visualization of Environmental Sensors

The data sets processed in this case study are those ones
collected in the scope of Environmental Monitoring Integrated
System (Sistema Integrado de Monitoramento Ambiental –
SIMA) project, which is implemented by using different kinds
of sensors and satellite communication link for monitoring the
hydrosphere [11]. A data acquisition platform is constituted
by a floating unit equipped with sensors that collect data
related to air and water, with a total of 15 attributes depending
on platform constitution. Sensor signals are read in one-
hour intervals, and data are transmitted to a central computer
where they are decoded, processed and stored, so that access
via web is made available. Alcântara et al. (2013) present



Fig. 1. Correlation analysis of temporal behavior among several parameters
on ionosphere.

some basic statistics of the SIMA platforms and discuss the
main problems on the degradation of sensors and commu-
nication with the satellite [12]. This automatic and periodic
data collection allows sequential construction of long time
series that represent historical behavior of several variables.
Data collected by SIMA provide important information for
monitoring, describing the environmental context of the region
where the platforms are installed.

The data for analysis can be downloaded by
identified access to the web portal of SIMA project
(<www.dsr.inpe.br/hidrosfera/sima/login.php>), which allows
to obtain the set of selected data in spreadsheet format.

Due to the gradual progress of the project and the conse-
quent installation of new platforms, the uptime of each SIMA
platform is different, as it can be seen in Figure 2. In this
figure, it can also be seen the presence of errors in the data
set, characterized by the absence of data along several full
days (red color).

As discussed in [12], there are several causes for the
existence of errors in the data. The selection of the data set to
be considered for the analysis must be conducted according
with the quality, ie, absence of errors, of the selected data.
For this purpose, Information Visualization techniques can
be used to facilitate the choice of data interval quickly and
intuitively. Carmo et al. suggest to use a representation based
on Calendar View with x-axis related to time and y-axis with
date [13]. In Figure 3, such a representation is shown, where
color represents a set of sensors with and without associated
errors, i.e., cells with same color refer to a same status of
the sensors. The arrow in Figure 3 points to a cell colored
according to the sequence 0111111111111101 meaning that
errors occurred in sensors 1 and 15, identified by 0 values.

Fig. 2. Active time intervals of the platforms and relative amount of days
without data collection. Bar length identifies active time intervals of the
platforms and red color segment identifies relative amount of days without
collection of data

Fig. 3. Calendar view based representation to identify errors in data; sequence
other than all 1’s mean that there are malfunctioning sensors

The errors in data can uccur anytime at different intervals of
time series of SIMA platforms. This can be readily observed
from the visual representation shown in Figure 3 in which it
allows the identification of a range of data faults based on the
index represented by binary mask and converted to the color
space, facilitating exploratory analysis of the data set.

It is noteworthy that the visual representation shown in
Figure 3 does not take in consideration possible noise present
in the data, but only if exists or not the data in the database.

After selecting the data set to be examined, the general
behavior of the captured values can be observed through differ-
ent visual representations, such as Horizon Charts, presented
in Section III-A. Another possibility is to represent the data
set using a point-based technique, as shown in Figure 4,



which allows observing the variability of the data and possible
behaviors patterns.

Fig. 4. General representation of the selected data using a point-based
visualization

IV. CONCLUSIONS

We presented two case studies of interactive data visu-
alization schemes applied to multivariate time series data.
The analysis of the data sets generated by automatically and
periodically data collecting performed by sensors may require
them to be explored, transformed or manipulated prior to pro-
cessing. Although the big temporal resolution – provided by
the constant collection of data – has a fundamental importance
for the monitoring and observation of certain phenomena, the
difficulty in carrying out the exploratory analysis increases
proportionally to the size of the dataset, both related to the
amount of records as the number of variables.

The visualization schemes can provide a direct link between
the user and the date acquired, then allowing one to get more
insight on related phenomena. One of the main benefits of
using visual representations with interactivity features is the
collaboration between man and machine, in which the machine
operates in data processing and allowing direct manipulation
in visual representations, while the man acts with his cognitive
perception to interpret the visual representations and to refine
the data exploration process [14].

Another feature to highlight is the web availability, which
provides the user with characteristics such as portability,
availability and usability.

Finally, it is expected that this work may contribute to the
study and analysis of multivariate time series, in special those
one supported by techniques of visual representation of data
and interactive exploration present in the context of Visual
Analytics, and support or motivate further investigations and
researches on exploration and analysis of data collected by
sensors.
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[12] E. Alcântara, M. Curtarelli, I. Ogashawara, J. Stech, and A. Souza,
“A system for environmental monitoring of hydroelectric reservoirs
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Fig. 1. Number of wins from 1999 to 2009 of NBA League teams, each team represented by its logo.

Abstract—In the National Basketball Association there are
thousands of players, plays and several teams. This produces
large amounts of data. Analyzing past data it is possible to
extract important information on the sport and infer better
strategies for the future. This paper introduces an ongoing work,
which aims at providing data visualizations to make it easier
and faster to extract useful information from a NBA dataset. By
adapting known data visualization methods to this context, one
can visualize large amounts of data simultaneously and rapidly
extract the relevant information. Moreover, the project was
developed as a website and it is possible to add new information
to the dataset with no need of regenerating or recompiling the
visualization code.

Keywords-Information Visualization; Basketball

I. INTRODUCTION

Sports usually produce large amounts of data about players,
teams and plays. In the NBA (National Basketball Association)
there has been thousands of players since its beginning, and
each of them has participated at least in a few games, adding
a reasonably large amount of data. These historical data are
frequently used by teams to improve their game. Analyzing
past data it is possible to extract important information about
the sport, and infer better strategies for the future. However,

statistics and raw data analysis can be a tiring process, only
possible for statistics professionals.

This paper proposes data visualizations to make it easier
and faster to extract useful information from a NBA dataset.
By adapting known visualization methods to this context, we
can visualize large amounts of data simultaneously and rapidly
extract the relevant information. Also, because the project was
developed as a website, we are able to add new information
to the dataset without having to regenerate or recompile the
visualizations.

A. Related work

In 2013, the first workshop on sports data visualization
took place during the IEEE VIS in Atlanta, Georgia. This
shows that sports visualizations are currently in focus of
visualization researchers, beyond what we have been seeing
in the communication media.

There has been a variety of works in sports information
visualization. Page and Moere [1] approached the subject
showing team visualizations focused on different class of users
(athletes, spectators and judges). Even though they do not
discuss much about team performance data, they show how



teams have much information that can be used by different
users. Cava and Freitas [2] present a visualization for soccer
matches with custom glyphs in an adjacency matrix visual
representation. Their work show a good use of glyphs in
visualization. Season data and its importance for the sport
are discussed by Cox and Stasko [3] while Beck, Burch and
Weiskopf [4] present time varying visualizations but in a far
more complex context then the work proposed in this project.

Also, visualization of sports data is often seen in games.
Specifically in Football Manager [5] and Pro Evolution Soc-
cer [6] it is possible to find star plots showing player stats.

B. Technique overview
For the visualizations reported herein, we use an open and

free distributed dataset from DatabaseBasketball [7] containing
information from players and teams over several NBA seasons.
This dataset, originally a csv file, was converted into a database
to make it better structured and easier to manipulate. Then,
we developed a scatterplot visualization for showing NBA
teams compared by their number of wins (see Fig. 2). This
plot allows the visualization of the overall success rate of a
team and its stability along the years. For the situations where
several teams have a similar performance and the visualization
does not clearly show their differences, there is an option
where the user can highlight a single team just passing the
mouse on it. Fig. 2 shows San Antonio Spurs as an example.

Fig. 2. Highlighting San Antonio Spurs overall performance from 1999 to
2009.

Sometimes there is too much fragmented data for a straight-
forward comparison. Because of this, we created the relevance
coeficient that shows the general performance of the player.
It is calculated by summing his normalized attributes like
number of assists and points, and subtracting his normalized
negative attributes when it means a unwanted action like
number of turnovers or personal fouls. This is shown in
the individual player scatterplot visualization (Fig. 3). This
helps the visualization to display the consistency of the player
throughout the years he has played, and also serves as a mean
to compare players with larger or lower impact.

So, for individual players, we provide two visualizations:
(1) a scatterplot with their relevance coefficient spread through
the years they have played, an example being shown in Fig. 3
using data about Ray Allen, and (2) a starplot with their most
relevant characteristics, which is exemplifyed in Fig. 4.

Fig. 3. Ray Allen relevance information timeline.

Fig. 4. Starplot example: Players on 2009.

II. TECHNICAL DETAILS

In this section, we detail how data is structured, and how
the visualizations and the main structure were built.

A. Data structure description
The dataset used in this work comprises regular season

information about teams and players in the NBA since 1945.
Both teams and players records contain information about
points, rebounds, assists, steals and other relevant data for
knowing their performance history.

B. Visualizations
We used two known visualizations in different situations

for displaying information currently in our NBA dataset. They
were chosen because, according to Chambers et al. [8], people
are very used to them in data analysis.

1) Scatterplot: Scatterplot is a very used graphical method
[8, p. 45], making easier to the user perceiving and un-
derstanding what the visualization is about. As shown in
Fig. 2, we used two axis, one for the year and other for the
number of wins of each team, while in Fig. 3 we plot the
player performance factor for each year. The use of the NBA
team logo makes the visualization much clear and easy to
understand, eliminating the need of a complex caption.

2) Starplot: Star plots are a popular representation of
multidimensional data, commonly used in games for showing
characters attributes. We considered it a good way to depict
each player information because the form of the plot already
shows his qualities. Chambers et al. [8, p. 61] indicate that
star diagrams are easier to judge than bar charts. As shown
in Fig. 4 and Fig. 5, we used a six-axes star plot showing the
most relevant information about each player.



C. Web presentation

The visualizations are available in a website. This makes it
possible to create a navigation flow that is easy to understand
by the end user. We separated the visualizations in teams
and players. This way it is possible to display teams and
their players’ information. Also, there is a page showing a
players ranking, where they can be ordered according to their
attributes. Fig. 5 is actually part of the 2009 assists ranking,
where one can see similar glyphs, since the three starplots
shown are from players that are near in the ranking.

Fig. 5. Starplots for part of the assists ranking of some NBA players in
2009.

III. IMPLEMENTATION

At first we set up an website using Ruby on Rails [9].
Rails is a framework that allows the developer to create
dynamic web applications with database support. Using the
framework we parsed the NBA dataset, and used it to build
the SQL database, with explicit relations. This way we can
easily retrieve the players from a specific team or other similar
information. The framework and database also allowed us to
create any page using only a subset of the original data in
each visualization.

To create the visualizations we used the D3 [10] Javascript
library. D3 is a tool that allows the developer to create several
visualizations in a easy and straightforward manner. We also
used the D3 Star Plot [11] extension for the star plot.

The last step was uploading the application to the
Heroku [12] host, and can be accessed on this link [13].
Heroku offers free hosting with limitations and integrates
greatly with Ruby on Rails applications. However, this server
limits the amount of database entries so we had to remove
older entries and cannot expand the amount of information
in the current setup. We are studying where to host the
application for supporting a larger dataset, which would surely
allows us to create more consistent and better visualizations.

IV. DISCUSSION

It is well known that sports accumulate large amounts of
data [1] [2]. This alone is a reason enough to build visu-
alizations from such data, because they tend to be complex.

The visualizations provided so far in this project make it easy
for the user to view which teams and players have better or
worse performances along all seasons or in specific years.

An example of information that can be inferred by the player
starplot visualizations is that different players that play on the
same positions tend to have similar glyphs as can be seen in
Fig. 4. Zach Randolph, David Lee and Carlos Boozer are all
Power Forwards. All of them show a large number of points,
turnovers and rebounds compared to steals, assists and blocks.
It becomes clear what the player role is, and how good that
player tends to be, but it also allows the user to visualize which
players tend to have different style of play.

V. CONCLUSION

In this paper, we showed the use of known visualization
techniques applied to a sports dataset. We also show that it is
possible to extract information and to infer conclusions simply
from observing the visualizations.

For future work on the software we intend to add a single
visualization, specific for direct comparison of teams and play-
ers. This would allow better insights without the need of nav-
igating through different visualizations. This could be easily
accomplished with two or more star plots drawn with different
colors overlapping each other for making instantly noticeable
the difference of players or teams. Another possibility of
future work is to explore other multidimensional visualization
techniques, for example those based on dimension reduction,
to allow observing possible clusterings of teams and players.
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ABSTRACT

We present the Disambiguation canvas, a technique for 3D se-
lection in immersive environments by progressive refinement us-
ing a mobile device and consisting of two steps. In the first, the
user defines a subset of objects through a volume-casting point-
ing technique with a smartphone. The subsequent step consists
of the disambiguation of the desired target among the previously-
defined subset of objects, and is accomplished using the mobile de-
vice touchscreen. By relying on the touchscreen for the last step the
user can disambiguate among hundreds of objects at once. Previ-
ous progressive refinement techniques do not scale as well as ours.
Disambiguation canvas is mainly developed for easy, accurate and
fast selection of small objects, or objects inside cluttered virtual en-
vironments, such as a molecules in a 3D visualizer, for instance.
User tests show that our technique performs faster than ray-casting
for targets with ≈ 0.53◦ of angular size, and is also much more
accurate for all the tested target sizes.

Index Terms: H.5.2 [User Interfaces]: Input devices and strategies
(e.g., mouse, touchscreen)—

1 INTRODUCTION

Selection by progressive refinement proposes the breakdown of a
selection task into “effortless” subtasks. It aims to avoid the at-
tention and precision usually required by traditional selection tech-
niques, so-called immediate selection techniques [5]. However,
there is an inevitable tradeoff between immediate and progressive
refinement selection techniques. To complete a selection, the latter
requires a process which usually consists of more than one quick
subtask resulting in higher accuracy but also longer trial time. On
the other hand, immediate selection techniques consist of perform-
ing the selection in only one step, generally faster and less accurate.

We propose the Disambiguation Canvas, which is a technique
for quick disambiguation of selection. We use the observed high
precision of control provided by the touchscreen [1, 3] to allow the
disambiguation of the desired object among a subset of hundreds
of other objects in only one step of refinement. Previous progres-
sive refinement techniques do not scale as well as ours. Available
techniques that disambiguate only in one step are limited to a small
subset of objects, while those that refine among large subsets re-
quire multiple steps of disambiguation.

2 OVERVIEW

The disambiguation canvas is based on two steps. In the first step,
the user employs a volume-casting technique to point in the direc-
tion of the selected object (Figure 1a). When the intended object
is inside or intersecting the volume of selection, the user may start

∗e-mail:marcio.mello@inf.ufrgs.br
†e-mail: henrique.galvandebarba@epfl.ch
‡e-mail: amaciel@inf.ufrgs.br
§e-mail: nedel@inf.ufrgs.br

Figure 1: Disambiguation canvas walkthrough.

a touch on the mobile device touchscreen to enter the second step
of the selection. A rectangle aligned parallel with the image plane
– or with the mid orientation of the two image planes when stereo-
scopic rendering is in use – appears, and all the pointed subset of
objects moves in an animation to form a matrix inside this rectan-
gle (Figure 1b). The rectangle has a 1:1 mapping with the mobile
device touchscreen. Sliding the thumb over the touchscreen allows
the superposition of the desired object by the arrow (Figure 1c).
Selection is performed by a take-off gesture, returning to the first
step of the technique. If the user wants to leave the disambiguation
phase without selecting any object, they simply perform a take-off
gesture with the arrow over an empty region of the rectangle.

3 TECHNIQUE DESIGN

Volume-casting techniques: the most common approaches for vol-
ume casting are the cone-casting and the sphere-casting techniques.
Which one of these is best fit for our technique may depend on the
application. Thus, we decided to support both volume-casting tech-
niques in our design. For the standard angular size of the sphere and
the cone, we decided to use 12◦. The sphere/cone always rescales
to the angular size of 12◦ to the casting position point of view.

Graphic representation: we use an arrow shape for the cursor
and a semi-transparent rectangle to represent the canvas, the rect-
angle uses an absolute mapping with the mobile device touchscreen.
These shapes are only visible during the second step, which is the
disambiguation step. The mobile device pointing direction is repre-
sented by a semi-transparent sphere/cone.

Mapping objects to the canvas and layouts: when entering the
second step of the disambiguation canvas, the subset of objects
must be reorganized side by side over the canvas plane. A matrix



Figure 2: Useful area layouts.

Figure 3: Difficulty of selection is proportional to the amount of ob-
jects in the disambiguation phase; in (a), (b) and (c) there are 25, 97
and 224 objects respectively.

fitting every pointed object inside a layout is computed, and each
object is designated to a slot of the matrix. Objects are rescaled so
their bounding box do not trespass on that space. As most users
might have trouble reaching the whole touchscreen, we propose
two standard layouts on which the objects will be reorganized so
the user can easily reach them. The first consists of ≈ 53.4% of
the total area, and is oriented to user handedness (Figure 2a). The
second layout consists of ≈ 42.4 of the total touch screen area (Fig-
ure 2b). Additionally, we also developed a quick calibration method
where the user slides his thumb – with circular movements – over
the touchscreen for a few seconds, the outermost contour is used as
layout (Figure 2c).

Difficulty increase: while a regular immediate selection tech-
nique usually has its difficulty of pointing increased by the size of
the desired object, using the disambiguation canvas the difficulty
increases according to how many objects have been pointed by the
volume-casting during the first step. However, as the disambigua-
tion canvas relies on the mobile device touchscreen for disambigua-
tion, we are able to align hundreds of objects for a unique disam-
biguation step while still assuring high precision. Figure 3 shows
three distinct objects densities used in our preliminary tests.

Prototype implementation: for the prototype we used an Intel
Core i7 computer, an iPod touch 4, and a Sensics zSight Integrated
SXGA Head Mounted Display (HMD) which provides a FoV of 60
degrees and the orientation of the head. The software displayed by
the zSight HMD was implemented in C++ using Ogre3D for graph-
ics, and supporting stereoscopy. The mobile device software is an
app implemented in Objective-C, it acquires the device orientation
and communicates it over a wi-fi infrastructure. The iPod touch 4
orientation used for pointing is provided by the iOS SDK.

4 DISAMBIGUATION CANVAS EVALUATION

We conducted two sets of user tests for the disambiguation can-
vas technique. Most design decisions are common to both eval-
uations, which were based on those performed by Kopper et al.
for the SQUAD technique evaluation [5]. Both are comparative
evaluations, in the first we compare disambiguation canvas with

ray-casting, while in the second we compare our technique with
SQUAD. The implemented ray-casting relies only on the orienta-
tion of the device and will therefore be referred to as ORayCasting
(orientation ray-casting); disambiguation canvas and SQUAD also
use only the orientation of the device for the volume-casting step.
The disambiguation canvas will be referred to as DCanvas.

We used sphere-casting for the first step of selection on DCan-
vas and SQUAD. Instead of using the suggested standard size of
≈ 12◦ for the casted sphere, we used the angular size of ≈ 26◦
for the first evaluation and ≈ 17◦ for the second, so more objects
would be pointed for the subsequent disambiguation phase. The
sphere-casting step of the DCanvas and SQUAD was represented
by a semitransparent sphere. The ORayCasting and SQUAD casted
ray was represented by a cylinder with 1cm of diameter. We used a
black background for this virtual environment.

The user goal is to select a yellow sphere among several dis-
tractors of same size, represented as blue spheres. These objects
were arranged as a matrix. To position them, we use a main sphere
of 2.155m radius. All the selectable spheres were positioned with
their centers intersecting the borders of this main sphere. The ori-
gin of the ray/sphere-casting was set to the center of the main
sphere, which guarantees the same angular pointing size for all
the objects. The virtual camera was positioned 50cm above the
ray/sphere-casting origin. An iPod touch 4 was used in both evalu-
ations.

4.1 Comparison with ORayCasting

Design: for the comparison between ORayCasting and DCanvas,
independent variables were angular space between objects (result-
ing in different distractors density) over the 2.155m radius sphere:
5◦, 2.5◦ and ≈ 1.67◦; and angular size: ≈ 0.53◦, ≈ 1.06◦ and
≈ 1.6◦ (2cm, 4cm and 6cm respectively). We used blocks of 10
trials, 9 of them representative of the combination of density × size
, and an initial target which was used by the subject to start the
block. Training consisted of 5 blocks, while the evaluation con-
sisted of 10. The 9 valid targets within each block were randomly
presented, while technique presentation was counterbalanced.

The target was randomly chosen among the objects with only
one constraint, this object should have its center within a range be-
tween 52cm and 77cm from the center of the matrix of objects. We
did so in order to keep the possible targets whithin user’s field of
view, and reduce visual search bias. With the same purpose, we
have also made objects beyond 77cm from the center of the matrix
green, so the user knows they are not target candidates. For this
evaluation, the collision checking on the disambiguation step was
performed using the superposition of the arrow over the projection
of the sphere on the canvas.

Subjects: six graduate students in Computer Science from our
university participated in this experiment (mean age of 29, four
right handed). All of them were very experienced in managing mo-
bile device touchscreens, and had at least some experience using
natural pointing devices. Only two reported experience with virtual
reality equipment of 3 or above out of a maximum of 7. Each test
took from 25 to 40 minutes to be performed. We have obtained a
total of 1,080 valid trials.

Results: overall mean time for a selection with DCanvas and
ORayCasting were respectively: 2.37 and 2.29 seconds. One-way
ANOVA showed that DCanvas was slower with a slight statisti-
cal significance when compared to ORayCasting (F(1.1078)=4.43,
p<0.036). Error rate for ORayCasting is significantly higher
than DCanvas (F(1.1078)=70.34, p<0.0001). For this experiment,
DCanvas obtained a lower mean time for two users. Four users did
not commit any selection error while using our technique. Subject
6 presented an exceptionally low error rate for ORayCasting, but
still higher than with DCanvas.

The intermediate questionnaire asked users to rate each tech-



nique concerning: ease of learning and ease of use; how well it
performs for small, medium and large targets; and how much fa-
tigue was felt on the wrist, hand, fingers, back and legs. Both were
considered very easy to learn, while our technique was considered
easier to use. DCanvas was preferred over ORayCasting for small
and medium targets, while large targets received equivalent ratings
for both techniques. Overall fatigue was lower for DCanvas, its
mean of the 5 related questions was 2.1, against 2.5 of ORayCast-
ing.

Regarding the comparative questionnaire, DCanvas presented
higher scores for all the questions. It was considered more accu-
rate (6.7 against 1.6), faster (5.9 against 2.7), less tiring (4.8 against
2.6) and easier to use (5.6 against 2.5). Curiously, users felt that
DCanvas was faster, which is true for ≈ .53◦ angular size targets,
but false for the overall evaluation. DCanvas was also preferred by
all the users.

4.2 Comparison with SQUAD

Design: for the comparison between DCanvas and SQUAD we
have eliminated the independent variable of target size. Our pre-
vious evaluation, as well as the one performed by Kopper et al. to
test SQUAD, showed that the target size is not significant for time
of selection or error rate. Thus we used the constant angular size
of ≈ 1.06◦ (4cm) for all the objects. For the independent variable
of angular space between objects (distractors density) we used: 6◦,
3◦, 2◦, 1.5◦ and 1.2◦.

We used blocks of 11 trials, 2 trials of each density, which were
randomly presented, and an additional initial target used by the sub-
ject to start the block. Training consisted of 3 blocks, while the eval-
uation consisted of 4. Technique presentation was counterbalanced.
The target object was randomly chosen with the same constraint as
before, but accepting a range between 45cm and 55cm from the cen-
ter of the matrix of objects. Objects beyond 60cm from the center
of the matrix were colored in dar blue, which is less distractive than
the green used for the previous evaluation.

The angular size of the sphere used for sphere-casting was re-
duced to 17◦. Combined with the possible angular space between
objects for this evaluation, the sphere-casting phase could point out
≈ 6, ≈ 25, ≈ 55, ≈ 100 or ≈ 160 objects for the disambiguation
phase. For this evaluation, the collision checking on the disam-
biguation step of DCanvas was performed using the superposition
of the arrow over the designated objects slot (instead of the ob-
ject projection) in the canvas. This approach increases the effec-
tive selection size of the object, and also allows a simpler collision
test when dealing with objects with a more complex mesh than the
tested spheres.

Concerning the SQUAD implementation, the quad Menu is
drawn at a distance of 100cm from the camera, and is oriented to
face the camera. The quad menu is composed of four triangles that
assembles a square of 4m by 4m. The user can recover from a mis-
take by pointing out of the quad menu and performing a tap gesture,
or selecting an empty quadrant. An error only occurs when the user
selects a wrong quadrant that contains only one object inside.

Subjects: eleven subjects participated on this evaluation, all of
them students or professors in computer science or electrical engi-
neering (mean age of 31). On a seven points scale, only one re-
ported little experience with mobile device touchscreens (below 5),
and three reported experience with pointing devices of 4 or above.
Only one subject reported high frequency of use of virtual reality
devices.

Results: DCanvas performed significantly faster than SQUAD
for all conditions. We also highlight that the increase in selection
time for DCanvas was less steep than SQUAD. For the error rate,
both techniques achieved good marks. DCanvas had an error rate
of 0.018 errors per trial, while SQUAD achieved 0.009 errors per
trial.

Concerning the comparative questionnaire, 6 subjects preferred
the DCanvas, while 5 liked SQUAD most. The mean scores of
comparative questions were very similar between techniques. The
DCanvas was considered less precise by a difference of ≈ 1.26
points on the 7 points Likert scale, and more difficult to learn and
use by a slight difference of ≈ 0.45 and ≈ 0.39. DCanvas was re-
garded as faster by a difference of ≈ 0.19.

However, on the questionnaire specific for each technique the
DCanvas obtained higher scores concerning its ease of learn and
use. On the other hand, SQUAD received higher scores concerning
the level of cluttering of the environment. Concerning the fatigue,
answers were generally very similar, except by the fatigue on the
fingers, which was higher for DCanvas.

5 DISCUSSION

In this paper we presented the disambiguation canvas, a technique
for fast and high accuracy selection. It relies on progressive refine-
ment to address the lack of accuracy common to immediate selec-
tion techniques, and uses distinct input hardware to optimize the
control over its two distinct steps on a selection procedure.

By using the touchscreen on the second step of the disambigua-
tion canvas, users were able to select objects represented in a motor
area of ≈ 7.9mm2 of the touchscreen surface very efficiently during
evaluation, allowing consisting disambiguation among a group of
200 ≈ 250 objects. However, the limits for efficient disambiguation
with our technique are still unknown. Perhaps the simultaneous ex-
hibition of so many objects to the user may be more limiting than
the precision of input of the mobile device touchscreen. In [3], pre-
cision above 60% was obtained on an area of ≈ 0.6mm2 of a touch-
screen. If we transfer this parameter to the disambiguation canvas,
the whole device touchscreen surface would allow the disambigua-
tion of among 6,144 objects in one step. Some questions remain
open. Are we able to exhibit 6,144 objects to the user? Is the user
able to search for a specific object within such a large group?

We have obtained exciting results which prompts the sequence of
this work. A detailed presentation of the technique and the user’s
evaluation have been published in [4]. As our current implementa-
tion of the disambiguation canvas was tested only for sphere selec-
tion, the next step is to test it with a real application.

6 ON-GOING WORK

Disambiguation canvas fits very well for applications that deal with
cluttered data sets, such as the visualization of molecules. Unitymol
is a molecular editor and viewer developed on the Unity 3D game
engine [6] (see Fig. 4). The viewer allows access to the Worldwide
Protein Data Bank [2] that contains over 60,000 high-resolution
protein structures available. Each molecule is represented as a con-
glomerate of spheres. Moreover, the viewer allows interaction. It
is possible to translate and rotate molecules with six degrees of
freedom to ease visualization. Integrating the Dcanvas with Uni-
tymol has the potential to provide a more intuitive interaction with
molecules. Three-dimensional gestures captured by sensors in the
smartphone combined with the two-levels interaction of the Dcan-
vas is expected to provide better user performance and experience
in manipulating molecules.

In this ongoing work, we plan to iteratively evaluate and adapt
the Dcanvas design to better fit the molecule manipulation task. The
resulting technique and an analysis of its use as an interactive visu-
alisation tool will be presented in a near future.
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Figure 4: Unitymol molecule visualization tool.
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